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Part 1 Some achievements: what we can do 

1.1 Introduction 

This paper is concerned with evaluation of the reliability of software. It is wonh 

remarking right away that evaluation raises issues quite different from those involved in 

actually building systems with appropriate functionality. reliability. availability. 

maintainability. security. etc. There are imponant areas of software engineering where 

the roles of achievement and evaluation are in almost direct conflict 

Consider. as an example. the dual roles of software testing. A common view of testing 

is that it is a means of identifying faults in the software so that they can be removed and 

the software thereby become more reliable. A good testing procedure is therefore one 

that does this most efficiently. Unfonunately. such testing procedures are likely to be 

very different from the kind of use to which the software will be subjected during actual 

operation: in fact they are likely to more stressful. For this reason they will tend to give 

a pessimistic view of the reliability of the software. and will not generate data suitable 

for the statistical models of software reliability which are to be described here. Random 

testing. on the other hand. which uses test cases selected randomly from a (real or 

simulated) user profile. is often regarded as an inefficient way of finding faults . The 

user faces an impasse: using conventional testing may increase the reliability of the 

product most effectively. but there will be no final measure of what has been achieved; 

random testing will give a reliability measure for the final product, but the level 

achieved may be less than would have been achieved with the same effon using a 

different method. 

This conflict of interest between achievement and evaluation is not. of course. restricted 

to reliability. There are similar problems. for example. in security. where the evaluation 

problem seems even harder than it is for reliability. Here we shall concentrate on 

reliability evaluation. and the reader should be aware that in most cases there will be a 

cost burden. over and above that involved in actually building the system. in making 

such an evaluation. This raises the question of when the extra cost of evaluating the 

reliability of software is justified; indeed. it is worthwhile to spend some time 

discussing the whole issue of why we should want to measure reliability. 

In the first place. the most obvious reason why we would want a reliability measure for 

a program is that it is a formal measure of something which is always of interest, albeit 
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often expressed in informal terms. A user needs a program to be 'sufficiently' reliable 

for his/her purposes, and will complain (usually ri ghtly) if this informal requirement is 

not met. Similarly, a vendor who incurs too-high support cOStS as a result of frequent 

operational failures , or who merely loses bu siness because of excessive product 

unreliability becoming known to the community of potential purchasers, has an interest 

in reliability. In all these cases, it should be noted that quite modest levels of reliability 

may be involved: the issues of reliability evaluation are not resoicted to those dramatic 

contexts, such as safety-critical systems, where very high reliability may be called for. 

On the contrary, the reliability evaluation methods which are to be described here have 

been used most widely for fairly mundane applications such as operating systems, 

telephone switches, etc. More homely examples are likely to become important in 

furure in view of new consumer protection legislation: spread sheets, word-processors, 

accounting and tax packages. 

In all these cases there is a crucial notion of a product being sufficiently reliable for the 

purpose to which it is to be put. Only with formal measures of reliability is it possible 

for rational debate to take place between potential adversaries. Thus when vendors 

routinely quote reliability figures for their products, users will be able to make 

intelligent decisions between rival products. Reliability may become an important 

decider of market success, in the way it has for consumer electronics, with buyers 

prepared to pay a premium for a guaranteed higher reliability. 

If we accept that the reliability of the final product is important and should be evaluated, 

a second reason for needing an evaluation methodology is to support management of 

the development process in order to achieve this final goal of a product of sufficient 

reliability. Only by measurement at intermediate stages of development can we hope to 

learn of problems sufficiently early that appropriate action can be taken: control is only 

possible if we know the results of our design decisions. Of course, reliability will be 

only one of several metrics which will be used to monitor and control the development 

of a well-managed software project. 

Finally, we need an evaluation methodology for software reliability as a part of our 

striving towards a scientific basis for software engineering. At present it is fair to say 

that software engineering is more of an aspiration than a description of a discipline with 

a proper scientific support. A necessary (but by no means sufficient) condition for 

being able to claim that what we do is scientific is that we can measure characteristics of 

the objects of interest to us. Although it is unlikely that we shall ever be able to do this 

to the extent and with the rigour with which we can do it in, say, mechanical or civil 
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engineering, it seems obvious that we should go as far as we can. Reliability is only 

one of the things we would like as pan of a general theory of software metrics; others 

include the currently more infonnal notions of complexity, testedness, maintainability, 

usability, etc. Nevenheless, simply using reliability evaluation alone it would be 

possible to make scientifically meaningful comparisons of the efficacy of competing 

development methods. We could ask questions such as whether it is more cost

effective to achieve a particular reliability using fonnal methods or fault tolerance, or 

indeed by heroic testing and debugging; or, more subtly, what is the optimal mix of 

these approaches in a particular case. Such questions can only be answered if we have 

studied, and measured our results on, many software projects. This requires 

experimentation and instrumented case studies. 

In all the foregoing it has been assumed that reliability is of intrinsic interest to a user, 

because it is directly visible as the system is used, and thus cannot be replaced by an 

abstract notion such as 'correctness'. This author believes that fonnal methods may 

play an important role in the achievement of system properties such as reliability and 

security, but is more sceptical of their contribution to evaluation. Leaving aside the 

continuing technical difficulties involved in the formal verification of large systems, and 

systems with severe timing constraints, there remains the problem that at best a 

verification can only confirm that a program is a correct implementation of a formal 

specification. It seems obvious that, but for a very few cases such as the 

implementation of mathematical algorithms, the application domains in which we 

operate are inevitably informal to some degree. Thus a proof of correcmess carried out 

against aformal absrraction of a partially informal requirement will always be open to 

the charge that a failure may occur as a result of the specification being an inadequate 

representation of these requirements. In particular, it is likely that fonnal methods will 

be of little help in detecting errors of omission in specifications, although they could be 

valuable in detecting inconsistencies. 

Rather than formal verification replacing reliability evaluation, it seems to me that final 

product reliability (along with other measures of dependability) could be used as a 

means of judging the efficacy of fonnal methods in competition with other software 

development methods. Ultimately, the problem we face is one of developing systems 

with a given functionality, and acceptable dependability, at the lowest cost. 
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1.2 The inevitability of statistical modelling for software reliability 

In this section we shall motivate the reliability growth models which have been the most 

successful achievement of the past rwenty years work on software reliability evaluation. 

It is worth noting that estimating and predicting software reliability is not easy. 

Perhaps the major difficulty is that we are concerned primarily with design/aults. The 

situation is very different from that tackled by the conventional hardware reliability 

theory. There the dramatic advances of the past quarter century have resulted from a 

concentration on the random processes of physical failure. Thus. for example. we now 

have a good understanding of how the reliabilities of complex hardware systems 

depend upon. on the one hand. the detailed system structure. on the other. the 

reliabilities of the constituent components. 

The very success of this physical hardware reliability theory. however. is now 

revealing the importance of design faults to the overall reliability of complex systems. 

Our very success in devising intelligent strategies to minimise the effects of physical 

failure of components results in a higher proportion of even 'hardware' failures being 

caused by flawed designs. 

Sofrware. on the other hand. has no significant physical manifestation. Software 

failures are always the result of inherent design faults revealing themselves under 

appropriate operational circumstances. These faults will have been resident in the 

software since their creation in the original design or in subsequent changes. It is 

important to recognise this non-physical nature of the software failure process before 

attempting to model and predict it 

It will be necessary, though, to ensure that the measures of reliability we use for the 

failures that result from design faults. whether software or hardware, are compatible 

with those which have traditionally been used for the physical failure process. After 

all, the objective is always an understanding of the reliability of a total system, which 

can suffer software and hardware design failures and physical failures . 

Table 1 shows a subset of some software failure data collected several years ago by 

John Musa at Bell Labs [Musa 19791, and since widely used by workers in software 

reliability modelling. This particular program was part of a real time command and 

control system for which Musa was Project Manager, which ensured careful data 

collection. The observations are the execution times, rounded to the nearest second, 

between successive failures. Although the data were collected during test, the 
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environment was carefully contrived to resemble as closely as possible real operational 

use. Thus the failure behaviour here should be similar to that which will be experienced 

by the user. 

There are several striking features in this data, some of which are typical of software 

failure data. First of all, there is obviously growth taking place in the reliability: there is 

a clear tendency for the times between successive failures to be larger as we go down 

the table. On the other hand, there is great variability in these times, with very small 

times occurring at a late stage, when the average time is perhaps of the order of a few 

thousand seconds. This variability seems always to be present in such data sets. More 

worrying. there are several zeros in the table. One might hypothesise that these are the 

result of bad fIxes: i.e. that the program was set running after a botched fault removal, 

and inunediately failed for the same reason as before, or because of the introduction of a 

new fault at the fIx attempt. In fact, Musa claims that this is not the case and that the 

zeros are small but genuine execution times between failures arising from different 

faults. The fIgures in the table are rounded to the nearest second. and thus any 

execution time less than half a second will appear as a zero. 

Musa has, correctly, made much of the fact that he was able to obtain execution time 

data, rather than merely recording calendar time. This is clearly an important issue: 

calendar time can be misleading if the usage of the program is not constant in time. The 

goal should always be to obtain a time variable that represents as closely as possible the 

extensiveness of the use of the program. This need not be a continuous variable; in a 

transaction processing system, for example. a count of the number of transactions 

would generally be an excellent 'time' variable. In cases such as this. where time is 

really discrete. it is normally possible to use the continuous time reliability models 

without modification. since the numbers of transactions between failures will be very 

large. 

However. it must be admitted that the collection of the necessary data for reliability 

prediction is not a trivial exercise. It is invariably necessary to set up a special data 

collection system in the company [Mellor, 1986; Musa, 1975; Curritt et al. 1986], and it 

may be necessary to change the in-house software testing regime. The important point 

is that the selection of test cases should be carried out to reflect the operational use of 

the software. The ease with which this can be done clearly varies from one application 

to another. but there are no shortcuts around this requirement. Even assuming that an 

accurate reliability model is available for a particular situation. the results will only 

reflect the type of use to which the progrann was being put when the data was collected. 
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This requirement may, as was stated earlier, conflict with the requirements of those 

testers of software who see their goal as finding many bugs as quickly as possible. A 

testing regime which is optimised in this way will not generally be typical of operational 

use and any reliability calculations will be wonhless. Unfortunately, at present we do 

not have available any way in which we can predict the reliability in one environment 

(e.g. operational use) using testing data from another (e.g. 'conventional' software 

testing, such as structural testing). It seems that this may eventually be possible in 

some cases, and this is an active research area. 

Table 2 shows some data representing failures due to both hardware design faults and 

software faults for a complex piece of equipment. In both these examples, as failures 

occur, attempts are made to fix the underlying faults which they reveal. Musa assumes 

that each fault is successfully removed before the program is set running again. Notice 

that this is a questionable assumption in many cases: experience suggests that, not only 

are ftxes 'unsuccessful', but they occasionally cause novel difficulties by inserting new 

faults. 

Data of this kind are acquired sequentially as testing progresses. Questions we might 

ask'at each stage of testing include: how reliable is the program now? how reliable will 

it be at some specifted future time? how soon can we expect to achieve a specified 

target reliability? Before we can answer such questions via models of the failure 

process, we need to understand qualitatively what is happening. 

We shall take it that the execution of a program involves the selection of inputs from 

some input space I (the totality of all possible inputs), and the transformation of these 

inputs into outputs (comprising in toto a space 0). It is worth noting that input spaces 

are typically extremely large and in most cases a complete description will not be 

available. 

The operational profile of the user will determine the probabilities of selection of 

different inputs during execution. It is often the case that different users of a program 

have different operational profiles: our remarks here will address a single such profile. 

A program fails when an input is selected which cannot be transformed into an 

acceptable output The totality of such inputs we shall call IF. In practice a failure will 

be detected by a comparison between the output obtained by processing a panicular 

input, and the output which ought to have been produced according to the requirements 
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for the program. Detection of failures is, of course, a non· trivial task, but we shall not 

concern ourselves with this problem here. 

We can take the conceptual model a stage funher by considering the underlying faults 

which reside in the program p. If we make the reasonable assumption that each failure 

can be said to have been caused by one (and only one) fault, we have a panitioning of 

IF into subsets corresponding to the different faults. 

When we successfully remove a fault , and so change the program p into a new program 

p', the effect is to remove cenain points of I from IF. Thus the members of the 

removed fault set now map into 'acceptable' regions of O. 

Operational use of a program may be thought of as the selection of a trajectory of points 

in the space 1. Typically many inputs will be successful, i.e. outside IF, before an 

input is selected which lies in IF and so causes a failure. When the failure occurs, an 

attempt will be made to fix the underlying fault and if this attempt is successful some 

points are eliminated from IF. Execution of the program then restans (most probably in 

a region outside IF since IF is typically very small), and the trajectory of successive 

inputs continues until the next failure, when the fixing operation is repeated. The result 

is a sequence of programs, P t. P2, P3, ... and a sequence of successively smaller 

sets IFl, I~, IF3, ... . Clearly the reliability growth is determined by this sequence 

{IFi} . 

We shall confine ourselves here to the continuous time case. There is a sense, of 

course, in which the whole problem is really a discrete time one (computer systems are 

discrete devices; our conceptual model relies on the idea of discrete input cases). 

However, the times between successive failures, which will be the random variables of 

interest. will typically be very much larger than the machine cycle time and the times 

required to process individual inputs. Therefore a continuous time approach will be a 

good approximation to what is really happening. 

With this proviso, it seems reasonable to assume that the sets IF are encountered purely 

randomly in the execution trajectory. That is. the time to next failure (and so the inter

failure times) has. conditionally. an exponential distribution. If we let T\ • T2 •... be 

the successive inter-failure times, we have a complete description of the stochastic 

process if we know the rates 1..\. 1..2, ... 
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Clearly these rates. and in particular the successive differences representing the 

improvements caused by the attempts to remove faults. will depend on the 'sizes' (and 

frequencies of execution) of the subsets representing the faults in IF. There will be a 

tendency for the larger faults to be detected. and so removed. earlier: this implies a law 

of diminishing returns for debugging. However. the failure subset IF will be 

encountered randomly and so will its subsets corresponding to the faults . There is no 

guarantee that faults will be encountered in order of their size. In fact the sequence of 

successive fault sizes is a stochastic process. and so. therefore. is the corresponding 

sequence of rates corresponding to TI. T2 . . . . Call these rates AI. A2 •. .. 

As this model stands. we would expect that A I > A2 > . . . However. we have so far 

assumed that a fix is certain to be effective. and therefore the only uncertainty concerns 

its magnitude. In fact this may be unrealistic. There is evidence that fix attempts are 

fallible and that sometimes a program is made less reliable as a result of an attempt to 

remove a fault. It might be more realistic. therefore. merely to insist that the {Ail 

sequence is stochastically decreasing. i.e. decreasing probabilistically to satisfy the 

relationship P(Ai < l) ~ P(Ai.1 < l) for all I. This means there is a tendency. but not a 

cenainty. that successive rates become smaller. 

To summarise this conceptual model so far: there are two sources of uncertainty in the 

failure behaviour of software which is undergoing debugging. In the first place there is 

uncertainty arising from the operational environment: specifically in the sequence of 

input cases selected for processing by the program. Even if we knew IF • we would 

not know when an input would next be selected from here. This uncertainty results in 

the assumption of conditional exponential distributions for the inter-failure times. 

Secondly. there is uncenainty arising from the debugging operation itself. Even if we 

knew the partitioning ofIF. we would not know which fault would be encountered next 

and so we would be uncertain about the magnitude of the change in the failure rate. We 

would also be uncertain in many cases whether a particular fix had in fact been 

successful The result is that the sequence of rates (parameters of the exponential 

distributions of the Ts) is a stochastic process: that is. we have a doubly stochastic 

scheme. 
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1.3 Some software reliability models 

The conceptual model described above is, in some ways, too naive: we shall discuss 

some problems later. However, even this simple doubly stochastic scheme is not 

followed in all the models which are found in the literature. 

Probably the best known model is one of the earliest. The Jelinski-Moranda model 

[Jelinski et aI, 1972], panicularly in its extended form as the Musa model [Musa, 

1975], is also still one of the most widely used. This model assumes that debugging 

begins when a program contains N faults, and that each fault contributes the same 

amount, IP, to the overall rate of occurrence of failures. Thus. since the fixes which are 

carried out at failures are assumed to be perfect. the random variables T1. T2 • .. . are 

independently exponentially distributed with parameters NIP. (N-1)1P •... 

successively. 

There are two related criticisms of this model. It treats the sequence of rates as purely 

deterministic and. more importantly. assumes all faults to have equal size. There is 

plenty of empirical evidence. on the contrary. that faults vary dramatically in their 

contributions to program unreliability. In some interesting experiments involving 

replicated runs. a single program was debugged several times. being restored to its 

undebugged state for each run [Nagel et al. 1981). This allowed the experimenters to 

estimate the fault size (i.e. rate contribution of the fault to the overall rate of occurrence 

of failures of the program). They found that these sizes varied by orders of magnitude. 

In a study of some very large .ffiM systems. operating in a large world-wide user 

population. Adams [Adams. 1984) again managed to estimate the sizes of reported 

bugs since each had typically been identified on many sites. Once again. these sizes 

varied by several orders of magnitude (see Table 5). An extraordinary incidental result 

of the Adams study was the discovery of the large number of extremely small bugs: he 

showed that 30% of all the bugs that had been discovered. during observation of 

thousands of years of operational use over many sites. were occuning at frequencies of 

less than once every 5000 years! 

Most importantly from our point of view. the reliability predictions obtained from the 

model are generally too optimistic as a result of these manifestly implausible 

assumptions [Littlewood et al. 1983). as we shall see in the later analyses of the data 

shown above. 
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The Littlewood model [Littlewood, 1981) was designed to overcome this difficulty by 

allowing the rates corresponding to the different faults to have different sizes. There is 

an obvious unpredictability in these size s, which becomes reflected in the 

unpredictability of the improvement in reliability which takes place at a successful fault 

removal. This is represented here by letting the sizes be independent gamma (a , ~) 

random variables. In this model there is then a tendency for the larger rate faults to be 

encountered earlier than the smaller ones, but this sequence is itself random. The 

model therefore represents the diminishing returns in reliability improvement which 

come from additional testing. 

Each of these models is an example of a general class of exponential order statistic 

models [Miller, 1986a). The faults can be seen as 'competing risks': a program can be 

thought of as containing many faults, all waiting to be discovered by causing a program 

failure. The times to encounter the different faults are independent, identically 

distributed random variables (exponential for Jelinski-Moranda, Pareto for Littlewood), 

and the successive inter-failure times seen by the user are the spacings between the 

order statistics. Competing risk models have been studied widely in the medical 

statisticalliterarure, where typically a human individual is assumed to be at risk from 

several competing life-threatening diseases. Unfortunately, this literature does not help 

us in the software reliability context, since it is usual to be only interested in the 

(random variable) time to the first infection, whereupon the patient succumbs and the 

process ends. Our case is closer to a model of childhood infection, where succumbing 

to a survivable illness (e.g_ measles) confers immunity from funher infection from that 

source of risk: the 'bug' of 'measles-susceptibility' has been 'removed'. 

A simple early model with a different structure, which still captures the doubly 

stochastic narure of the conceptual model of the failure process, is due to Littlewood 

and VerrraJl [Littlewood et ai, 1973]. Here the usual assumption is made that the inter

failure times, Tj, are conditionally independent exponentials with rates Aj, and the Ai 

are assumed to be gamma (Cl,'V(i)) random variables. Here 'V(i) is a parametric 

function which determines the reliability growth (or decay). If'V(i) is an increasing 

function of i, it is easy to show that (Ai) is stochastically decreasing and (Ti) 

stochastically increasing. This model differs from the previous one in modelling the 

successive values of the rate of occurrence of failure of rhe program irse/f, Ai, rather 

than the rates of the remaining bugs (which added together give this program rate). 

Here we shall use 'V(i) '" ~1+~2i. Notice that the sign of ~2 then determines whether 

there is growth or decay in reliability. The data themselves, therefore, are allowed to 

determine whether the reliability is increasing via the estimate of 132. 
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The above models have been constructed with the specific intention of capturing the 

panicular characteristics of the failure process of software. Among more standard 

stochastic processes in the statistical literature, non-homogeneous Poisson processes 

[Cox et ai, 1966] are obvious candidates for modelling the non-stationary behaviour 

revealed by data like Table 1. A minor conceptual drawback is that most such processes 

have rate functions which change continuously in time; it could be argued that in our 

case the only changes which take place are the jumps which occur at a fix . However, 

one way of constructing a non-homogeneous Poisson process is to assume that N (the 

total number of initial faults) is Poisson distributed in the exponential order statistic 

models such as Jelinski-Moranda and Littlewood [Miller, 1986a]. Thus the Goel

Okumoto model [Goel et ai, 1979] is such a non-homogeneous Poisson process variant 

of Jelinski-Moranda. It is easy to show that, on the basis of a single realisation, it is 

not possible to distinguish between such an exponential order statistic model and its 

non-homogeneous Poisson process variant. However, it is hard to give a simple 

justification for this method of constructing a Poisson process, and it must be admitted 

that the major advantages for software reliability modelling via the Poisson process are 

its simplicity and the versatility arising from the freedom to choose the rate function. 

Numerous rate functions have been proposed for non-homogeneous Poisson process 

models in order to model reliability growth. Perhaps most notable is the Duane model 

[Duane, 1964; Crow. 1977] which was originally devised for hardware reliability 

growth arising from bum-in testing (the elimination of faulty components in complex 

systems via their early failure). 

These are only a few of the models which have been proposed over the years. 

Although it is possible to argue that some of these are less plausible than others. we are 

clearly not in a position to select a definitively 'best' one. As we shall show next. the 

answers obtained from different models on the same data set can differ dramatically. It 

turns out, also. that the accuracy of models varies from one data set to another and from 

one type of prediction to another [Abdel-Ghaly et al. 1986; Littlewood. 1988]. All this 

suggests that we need a mechanism for selecting among the alternative models for each 

data set. 
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1.4 Using software reliability growth models 

Although we loosely speak of 'evaluating' or 'measuri ng' software reliability, it is 

worth emphasising that in fact the problem is one of prediction. The objective is to take 

some data obtained by observing past behaviour of the program under study and use 

this to make predictions about future behaviour. Specifically, we want to be able to 

make statements about the as-yet-unobserved future inter-failure times Ti, Ti+I' ... on 

the basis of the observed ti. t2 •..• Ii-I. Clearly. any statements we do make about the 

future will be expressed in statistical terminology. since there is an intrinsic uncertainty 

present. 

In the previous sections there has been much emphasis on reliability models. In fact 

making predictions about the future involves three steps: 

(i) selecting the reliability growth model itself. such as one of those 

described above; this allows us to give a complete probabilistic 

description of the Tjs. conditional on some unknown parameters 

(ii) applying a statistical inference procedure for the unknown parameters of 

the model. using the available data (i.e. the observed tjs) 

(iii) combining these two pieces of information to make probability 

statements about the future: the reliability predictions. 

All three stages of this prediction system are essential. and inaccurate predictions can be 

caused by any or all stages. Clearly stage (i). the model itself. is vital: it seems unlikely 

that good predictions will come from a model which is manifestly implausible. 

However. a good model is not sufficient. and stages (ii) and (iii) are vital components. 

In fact, most reliability growth models are fairly complex mathematically. so our 

freedom of choice at stages (ii) and (iii) is generally limited. Worse than this. the 

standard statistical procedures which one might expect to apply to test the plausibility of 

the model itself (e.g. goodness-of-fit tests) are also not available. again because of the 

model complexity. These difficulties arise from the non-stationarity which is inherent 

in the data, and. indeed. which makes the problem one of interest. 

It could be argued that there are models which are 'obviously' better than others 

because of the greater plausibility of their underlying assumptions. but this is a rather 
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dubious proposition. Certainly, the assumptions of some models seem overly naive 

and it might be reasonable to di scount them. However, this still leaves others which 

cannot be rejected a priori . Whil st these might di ffer quite dramatically in their 

mathematical structure, it is hard to select among them. In fact, it is clear that our 

understanding of the processes of software engineering is so imperfect that we cannot 

even choose an appropriate model when we have an intimate knowledge of the software 

under study. At some future time it may be possible to select the most appropriate 

reliability model for a program by taking note of the particular characteristics of that 

program and the process of its creation. This is not currently the case. 

Where does this leave a user, who merely wants to obtain trusrworthy reliability memcs 

for hislher current software project? It seems that there is no alternative to a direct 

examination and comparison of the quality of the predictions emanating from different 

complete prediction systems. Later in this paper will be shown the beginnings of a set 

of tools to assist this examination and comparison. Although examples will be shown 

of these tools applied to the predictions from several prediction systems using real 

software reliability data, the intention is not to recommend particular ways of 

predicting. Rather, it is our experience [Abdel-Ghaly et ai, 1986; Littlewood, 1988] 

that no prediction system can be trusted to be always superior to others. The best 

advice to users, then, is to be eclectic: try many prediction systems and use the 

reliability memcs which are the best/or the data under consideration. 

First let us consider some competing predictions using the data of Table 1. For 

simplicity we shall consider only the prediction of the time to next failure, i.e. 

estimation of the current reliability of the program under test, but the general 

observations to be made here are applicable to other predictions. We want to estimate 

Fi(t) iii PCTi < t), based on the data It, t2, .. , ti-I previously observed. All other 

measures of interest, such as the rate of occurrence of failures, the mean time to failure, 

etc, can be obtained from this function: it is a complete description of the reliability at 

this time. 

For each of the models to be used in the following, the prediction system uses 

maximum likelihood as the method of statistical inference for (ii) above, and predictions 

are made by substitution of these maximum likelihood estimates of the parameters into 

appropriate expressions obtained from the model. Thus, as an example, for the 

Jelinski-Moranda model, Fi(!) = 1 - exp{(N-i+I)ll>t}, and we would estimate this by 

substituting estimates of Nand Il>, based on tl, t2, .. ti-I. 
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Figure 1 summarises this kind of prediction for various models operating on the data of 

Table I. Here are shown the medians of the times to next failure estimated by the 

models on the evidence of the inter-failure times so far observed. This is the kind of 

repeatedly updated calculation which would be carried out if a user were interested in 

stopping testing and debugging as soon as a pre-specified target reliability had been 

achieved. Of course the models can present the predictions in other ways (examples are 

rate of occurrence of failures, reliability function) - medians are shown here only for 

simplicity. 

The results shown in Figure I seem disappointing. Whilst the models agree that 

reliability growth is present, they disagree about the nature and extent of that growth. 

In particular, some models are giving a much more optimistic picture in the later stages 

of debugging than others. It is also notable that some predictions are more 'noisy' than 

others: these fluctuations might suggest that there are local set-backs occurring in the 

overall growth in reliability. 

The models are also able (with varying degrees of difficulty) to make longer term 

predictions. Figure 2 shows an analysis of the same data, where the Jelinski-Moranda 

and Littlewood-Verrall models are predicting the median 20 steps ahead, Le. a 

prediction is made of the median of Ti at stage i-20, based on t1, t2, .. ti-20. For the 

1M model, at least, the picture is even bleaker than the previous analysis. There are 

several excursions to infinity, caused by the model predicting that within the next 20 

ftxes the last bug will be removed and the program thus become perfectly reliable! Of 

course, as we know from the raw data, such predictions are simply false and the 

program continues to fail in each case on more than 20 further occasions. The other 

model does not behave so badly, and Figure 2 shows that at least it is self-consistent: 

there is close agreement between the predictions of the median of Ti calculated 20 steps 

before i and 1 step before L This agreement does not, of course, allow us to conclude 

that these median estimates are necessarily accurate. 

A user might reasonably ask after seeing this kind of result which, if any, of these 

models can be trusted. Unfortunately, this kind of disagreement is typical. Worse, 

there is evidence [Abdel-Ghaly et ai, 1986; Littlewood, 1988] that the accuracy of the 

models varies from one data source to another, so it is not possible to select a 

'universally best' model by comparing different model performances on many data 

sets. A user is therefore faced with the problem of deciding which, if any, of the 

reliability predictions he or she can trust/ur this panicular data source. 
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This is the key idea which a potential user of software reliability models should take 

away from this paper. Do nor rrusr any reliabiliry model ro give accurare resulrs in all 

cases. Nor should it be expected that detailed knowledge of the nature of the software 

under examination will help in identifying the most appropriate reliability model. It is 

possible that we shalileam how to do this in the future, but there are currently no such 

methods available. Fortunately, all is not lost since recent research has made available 

techniques for analysing the accuracy of the reliability predictions on a particular data 

source (program) so that it is not necessary to select a model a priori. These techniques 

essentially detect different kinds of disagreement between predicted and actual failure 

behaviour, and so assist the user to make a decision as to which, if any, of many 

prediction systems is producing reliability predictions of sufficient accuracy. These 

techniques use some novel statistical ideas and there is no space to describe them in full 

here; details can be found elsewhere [Abdel-Ghaly er ai, 1986; Littlewood, 1988]. In 

the following we shall restrict ourselves to describing two of the techniques. 

1.S Analysis of the accuracy of reliability measures and model selection 

For simplicity we shall continue to study only the problem of predicting the random 

variable Ti , having observed tJ, t2, . . , ti-l. We want a good estimate of Fi(t) '" P(Ti 

< t) or, equivalently, of the reliability function Ri(r) = 1 - Fi(t) . (Remember that any 

detailed reliability prediction about Ti can be obtained from this: these include the 

current rate of occurrence of failures, the mean time to next failure, etc) From a 

particular model we obtain an estimate Fi(r). The user is interested in the closeness of 

Fi(t) to the unknown true Fi(t). The difficulty is that we never, even after the event, 

know the true Fi(t): the most we see is a single realisation, ti, of a random variable 

with distribution Fi(t). 

However, since the user will be making a sequence of predictions (Fi(t)} as debugging 

proceeds, he can gain information about the accuracy of the model on this data source 

from the pairs (Fi(t), tj} . An informal examination will sometimes be sufficient to 

detect when the sequence (ti I does not look like a realisation from the sequence 

(Fi(t) I, i.e. that the model is giving inaccurate answers. More formally, consider the 

sequence of transfonnations ui = f'i(ti) : each ui is a probability integral transform of 

the observed ti using the previously calculared prediction, Fi(r). It is easy to see that 

the ui 's should 'look like' a random sample from U(O, 1) if the sequence of predictions 

is close to the truth, since we have a prequenrial forecasring sysrem in the spirit of 
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Dawid [Dawid, 1984]. One procedure, then, is to examine the sample distribution 

function of the sequence of u's to see whether there is any evidence of departure from 

uniformity. 

Two such u-plots, for the Jelinski-Moranda and Littlewood-Verrall models, each 

making 100 predictions using the data source of Table 1 are shown in Figure 3. It can 

be seen that Littlewood-Verrall is closer to the uniform line of unit slope which is the 

true c.d.f of a U(O, 1) random variable. There are several formal ways of measuring 

the distance between the plots and the 'ideal' line of unit slope so as to decide if the 

deviation is a significant one. Here we shall use the Kolmogorov distance: the 

maximum deviation between the empirical plot and the line of unit slope. For these two 

models on the data of Table I, the Kolmogorov distances are 0.190 (Jelinski-Moranda), 

significant at the 1% level, and 0.144 (Littlewood-Verrall ), significant at the 5% level. 

There is thus very strong evidence that the Jelinski-Moranda plot is not uniform, 

indicating that the predictions are inaccurate in some way. There iS,likewise, evidence 

of inaccuracy in the LV predictions, but this is less strong. 

More important than the simple evidence of inaccuracy, however, is what the plots tell 

us about the detailed nature of the prediction errors. The plot for Jelinski-Moranda is 

everywhere above the line of unit slope, indicating that there are too many small u 

values. That is, the model is tending to underestimate the probability of failure before ti 

(the later, actual, observed failure time): roughly, the model is 1000primisric. 

Conversely, there is evidence that Littlewood-Verrall is largely below the line of unit 

slope and so is roo pessimisric in its predictions. A user might reasonably conclude that 

the truth lies somewhere between Littlewood-Verrall and Jelinski-Moranda predictions. 

Thus, for example, in Figure I we might expect the Littlewood non-homogeneous 

Poisson process predictions to be better than Littlewood-Verrall and Jelinski-Moranda. 

In fact a u-plot of these predictions is very close to uniform (the Kolmogorov distance, 

0.098, is not statistically significant). 

The u-plot, of course, can only detect a certain class of deviation between predicted and 

true failure behaviour. Rather informally, it is able to detect fairly consistent 'bias' in 

the predictions. If a series of predictions were not biased in any consistent way, but 

were extremely 'noisy' (i.e. individual predictions differed greatly from the truth, but 

the errors tended to average out in the long run), then the u-plot would not show this. 

Such predictions are, of course, useless and it is therefore important also to be able to 

detect rhis kind of departure from the truth. For thi s we use a general procedure called 

the prequenriallikelihood funcrion . 
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The PL is defined as follows. The predictive distribution Fi(t) for Ti based on t = 

(lJ. t2 •...• ti-I) will be assumed to have a probability density function (pdf) 

-. Fi (t) 

For predictions of Tj+ I. Tj+2 •...• Tj+n. the prequenriallikelifwod is 

j+n 

PLo(i. t) = IT fi(ti) 
i=j+1 

A comparison of two prediction systems. A and B. over a range of predictions of Tj+!. 

Tj+2 •... Tj+n. can be made via their prequenriallikelihood ratio 

j+n 

IT fiA (t i) 
i=j+1 

PLRn(i. t) = 
j+n 

IT fiB (t i) 
i=j+1 

Notice how. in a fashion analogous to the calculation of the u sequence. the individual 

contributions to the prequentiallikelihood are obtained by substitution into the predictor 

pdf for Ti of the the later-observed realisation ti. [Dawid. 1984] shows that if PLRn ~ 

00 as n ~ 00. prediction system B is discredi ted in favour of A. For the finite 

samples with which we inevitably have to deal. we shall argue that PLRn increasing 

consistently suggests the superiority of A over B. See [Abdel-Ghaly. 1986; 

Littlewood. 1988] for intuitive reasons why the PL works. Specifically we show that 

consistent bias or noisiness of a prediction system will tend to give a smaller PL than 

would otherwise be the case. 

To summarise. the PLR can be regarded as a general procedure for choosing the best 

prediction system for a particular data source. The u-plot is a means of indicating a 

particular kind of consistent inaccuracy of prediction which could be a contributory 

factor in poor predictive accuracy. Thus a poor u-plot might suggest that poor 

predictive accuracy (represented by a poor prequentiallikelihood) is due to consistent 

bias. For such a case. we shall show in the next sec tion how it is possible to remove 

the bias and so improve the accuracy of reliability predictions. 
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A comparison of the perfonnance of ten software reliability models on the data shown 

earlier, using u-plots and PL, shows that in fact the Littlewood non-homogeneous 

Poisson process is giving the best results overall. In the absence of any other 

infonnation, a user might conclude that, for fUiure predictions on the same data source, 

this would be the preferred choice. A user therefore has the beginnings of a 

methodology which enables hirnlher to compare the accuracy of differents models on a 

particular data source, select the best, and know whether the results are sufficiently 

accurate. 

The calculations involved in this kind of analysis are very extensive. For each model it 

is necessary to perfonn afresh stage (ii) of the prediction system, computing the 

estimates of the unknown parameters of the model, as each new failure time arrives. 

The whole process is repeated for as many models as are being considered, before the 

comparison can begin using the methods of evaluating predictive accuracy. Since each 

of the elementary calculations usually involves a search in the parameter space to find 

the maximum of the likelihood function, it is important to have an efficient algorithm 

and implementation if the process is not to be too tedious. Fortunately, such software 

is available [Reliability and Statistical Consultants Ltd, 1988]: the basic calculations on 

which this paper are based involved fitting nine models to the Musa data of Table I, 

with 100 elementary calculations (reliability predictions) for each, giving 900 

elementary reliability predictions altogether. The entire calculation, comprising the 

reliability predictions and the analysis of their comparative predictive accuracy, ran for 

about 40 minutes on an IBM PC-AT with maths co-processor, making this kind of 

analysis practicable in an industrial context. Thi s software is also available for Sun 

workstations and DEC VAX machines, where it runs correspondingly faster. 

1.6 Recalibration of predictions 

If we can learn about the nature of the inaccuracies of reliability prediction at early 

stages of a data set, there arises the possibility of using this knowledge to improve 

fUTUre predictions (on the same data source). We call this process recalibration, and the 

following is an example of how the u-plot alone can be used in this way. 

Consider a prediction Fj(t) of the random variable Tj, when the true (unknown) 

distribution is Fj(t) . Let the relationship between these be represented by the function 

OJ where 
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Obviously, if we knew OJ we could recover the true distribution of Tj from the 

inaccurate predictor, Fj(tj). The key notion in our recalibration approach is that in 

many cases the sequence { OJ } is approximately stationary, i.e. it is only slowly 

changing in i. 

If the sequence were completely stationary, i.e. OJ = 0 for all i, we would have a more 

precise interpretation of the idea of 'consistent bias' used in the previous section. We 

would also have the possibility of estimating the common 0 from past predictions and 

using it to improve the accuracy of/mUTe predictions. 

Of course, in practice such complete stationarity is unlikely to be achieved. However, it 

does seem to be the case that the sequence changes only slowly in many cases. This 

opens up the possibility of approximating OJ with an estimate ot and so forming a 

new prediction 

A suitable estimator for OJ is suggested by the observation that OJ is the distribution 

function of Vj = Fj(Tj). We shall therefore base OUT estimate ot on the u-plot, 

calculated/rom predictions which have been made prior to h which is the sample cdf 

formed from the UjS for j<i. The new prediction recalibrates the raw model output, 

Fj(ti), in the light of our knowledge of the accuracy of past predictions for the data 

source under study. The new procedure is therefore a truly predictive one, 'learning' 

from past errors. 

The simplest form for ot is the u-plot with steps joined up to form a polygon (Figure 

2). For technical reasons it is usually best to smooth this polygon; see [Brocklehurst et 

ai , 1990] for details. The complete procedure for forming a recalibrated prediction for 

the next time to failure, Tj, is then: 

Stage 1 

Stage 2 

Check that error in previous predi ct ions is approximately stationary. 
(See [Abdel-Ohaly et ai, 1986] for a plotting technique, the y-plot, 
which detects non-stationarity) 

Find u-plot for predictions made before Ti, i.e. based on t!, t2 , .. ti·!, 
join up the steps to form a polygon , and smooth this to form Or 

~ . 
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Stage 3 Use the basic prediction system to make a 'raw' prediction, Fj(tj). 

Stage 4 Recalibrate the raw prediction using Ft(t) = Gt[ Fj(t) ]. 

This whole procedure can be repeated at each stage so that the functions Gt used for 

recalibration will be based on more information about past errors as i increases. This is 

not computationally onerous: by far the greatest computational effort is needed for the 

statistical inference procedures used to obtain the raw model predictions. 

It is important to emphasise that the procedure described above does in fact produce a 

genuine prediction system in the sense described earlier: at each stage we are using only 

past observations to make predictions about the unobserved future failure behaviour. 

Figure 4 shows the effect of recalibration on some of the predictions made in Figure 1. 

In the case of the JM model it is known that the raw predictions are too optimistic. and 

the recalibration makes them less optimistic; in the case of LV. which is initially too 

pessimistic. the recalibrated version is now less pessimistic. These conclusions are 

confrrmed in the more formal analysis based on the u-plot technique: for JM' the 

Kolmogorov distance of the u'-plot is 0.119, compared with 0.205 for the raw 

predictions (note that there are fewer predictions here. since the first few predictions 

form the initial u-plot for recalibration). for LV' it is 0.089 (compared with 0.150). 

Not only are these an improvement in each case. the distances are now no longer 

statistically significant at the 10% level. 

Notice that. although Figure 4. for simplicity. only shows median predictions, the 

recalibration is working on the complete predictive distribution. Thus it could be 

expected to improve other reliability estimates, such as the rate of occurrence of 

failures. in the examples shown here. The recalibration procedure changes the complete 

shape of the distribution and can therefore correct for far more subtle errors than the 

mainly simple 'optimism' or 'pessimism' of these examples. 

Figure 5 shows an analysis of a data set, calJed SS3 in [Musa. 1979]. which exhibits 

startling disagreement between raw predictions from JM and LV models . In fact. in an 

analysis of this data using nine models [Brocklehurst, 1990], it can be seen that seven 

of them are in close agreement with one another and are close to the JM plot in Figure 5; 

the remaining two are close to the LV plot in Figure 5. A user might conclude that the 

seven models which give similar answers are closer to the truth than the more isolated 

pair. but this would be wrong. In fact for this data set none is giving acceptable 
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answers. This is shown by the u-plots for JM and LV predictions in Figure 6. Clearly, 

the JM predictions are optimistic, and those from LV pessimistic. The effect is a gross 

one, as can be seen from the Kolmogorov distances, 0.272 (JM) and 0.238 (LV), 

which are very highly significant (well beyond the I % level, the highest tabulated). 

The prequential likelihood shows that LV is superior to JM [Abdel-Ghaly, 1986], but 

neither of them, nor any other model we have used, gives accurate reliability predictions 

for this data source. 

The detailed shape of the u-plots in Figure 6 is interesting. As was stated above, the 

most notable feature is the extreme optimism or pessimism. However, this is not a 

simple effect in either case. For JM the behaviour of the plot at each extremity suggests 

too many very small u values and too many very large ones. For LV there seem to be 

too many fairly large u's and too few u's near to 1.0. Thus, although the statements 

above about optimism and pessimism are correct to a first approximation, a more 

detailed analysis shows that the u-plots are giving precise information about the 

incorrect shapes of the complete predictive distributions. It can therefore be seen how 

the recalibration procedure based on such u-plots can effect subtle changes in the 

complete estimated distribution function for the random variable Tj. 

The recalibration technique works dramatically well for this data. Table 3 shows a 

comparison between raw model predictions and recalibrated predictions for the 

following nine models: JM (Jelinski-Moranda, [Jelinski et ai, 1972]), BJM (Bayesian 

Jelinski-Moranda, [Littlewood et ai, 1987]), GO (Goel-Okumoto, [Goel et ai, 1979]), 

MO (Musa-Okumoto, [Musa et ai, 1984]), D [Duane, 1964], L [Littlewood, 1981], 

LNHPP (Littlewood non-homogeneous Poisson process, [Abdel-Ghaly, 1986]), LV 

(Littlewood-Verrall, [Littlewood et ai, 1973]), and KL (Keiller-Littlewood, [Abdel

Ghaly, 1986]). 

All nine raw u-plots have Kolmogorov distances which are significant well beyond the 

tabulated 1 %. After recalibration, all the distances have been more than halved and 

none are significant at this high level. Figure 7 shows the dramatic improvement given 

by recalibration on the JM and LV u-plots in comparison with the raw predictions (see 

Figure 6). The differences in the detailed median predictions (only for JM and LV 

again, for simplicity) can be seen by comparing Figures 5 and 8. There is much closer 

agreement berween the recalibrated models than between the raw ones. 

In both the above examples there is evidence that prediction systems which were in 

disagreement have been brought into closer agreement by the recalibration technique. 
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Much more important, however, we have objective evidence from the comparison of u

plot with u"-plot that recalibrated predictions are less 'biased' than the raw ones. 

The prequential likelihood analysis confirms that the recalibration is working 

dramatically well in this case. In Figure 9 the evolution of the prequential likelihood 

ratios is shown for the recalibrated predictions against raw model predictions. There is 

overwhelming evidence that the LV":L V prequential likelihood ratio is increasing 

rapidly (it has reached more than e40 during these predictions!). A user could therefore 

be very confident that the LV" predictions here are more accurate than the LV ones. A 

comparison of JM" and JM is even more dramatic: the PLR reaches e90 over the range 

of predictions shown. This is partly due to the fact that raw JM predictions are 

significantly less accurate than those of raw LV (although both are bad from u-plot 

evidence). Thus JM starts off with more room for improvement. In fact, after 

recalibration, the two predictors LV" and JM'" have comparable accuracy on the 

prequentiallikelihood evidence, with slight evidence of superiority for JM". 

1. 7 Summary and discussion 

The previous sections should give some flavour of what is currently now available to a 

user who wants to measure the reliability of a program. Briefly, the position is that 

when fairly modest levels of reliability are required it is generally possible to obtain 

accurate measures and, just as imponant, know that they are trustworthy. This is 

achieved by an eclectic policy of applying many of the available models in each 

application and using the new evaluation techniques to select one which is giving 

suitably accurate answers. It cannot be over-emphasised that a user should not trust 

any particular model to be accurate in all circumstances: there is a great deal of evidence 

that for all models the accuracy varies from one application to another, and from one 

type of prediction to another. Although better models are being developed, it is 

unlikely that this basic situation will change, since the complexity and variability of the 

underlying processes will preclude the invention of a once-and-for-all definitive model 

for all circumstances. 

The recent work on recalibration of reliability models suggests that this is a powerful 

technique which usually improves the raw performance of a model and results in more 

accurate reliability predictions. However, a user need not trust this technique to work, 

and can analyse the accuracy of recalibrated predictions in the same way as 

recommended above. 
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Although there are many circumstances where these techniques can be applied 

successfully, there are equally situations in which they should be used with great care. 

One example is real-time software which must work continuously in time. Consider, 

for example, a flight control computer system for an unstable aircraft, where the 

software operates in an essentially cyclic manner. In a case like this we have to be 

careful how we define software reliability, since the system may have sufficient 

physical integrity to survive a single isolated failure, but not a succession of failures. 

The simple conceptual model which underlies the software reliability models described 

here tacitly assumes that after a failure occurs the program is set running in a different 

part of the input space from where it failed. In a control system the designer may not 

have this lUXury: after one failed cycle in the avionics example, the next cycle will 

almost certainly present the program with inputs which are 'close' to the one which has 

just failed. It seems likely that this new input will be very likely to fail also, and in fact 

the software might exhibit a large 'cluster' of successive failed inputs. 

This is partly a problem of definition: we could choose, conservatively, to assume that 

any failed input is a possible cause of disaster, and base our safety case on this. An 

alternative would be to analyse the nature of the stochastic process of clusters itself, 

their frequency and their (random variable) sizes. If, for example, it could be shown 

that clusters were almost always sufficiently small as to present no threat to safe 

operation, their frequency of occurrence could be allowed to be higher. Since, as we 

shall see later, assuring very low absolute frequencies of failure is extremely hard, this 

kind of analysis may be of interest in safety-related contexts. Recent work has staned 

to model cluster processes [Csenki, 1989], and there is some intriguing experimental 

work [Knight, 1987] in which the 'shapes', and so sizes, of faults have been mapped. 

The idea in this latter study was to take a single failed input, found by chance, and 

search its locality to determine the boundary between 'failed' and 'non-failed' inputs, 

thus finding the 'shape' of the fault. 

For more modest reliability levels, of the kind where the reliability growth models can 

operate effectively, it is wonh remarking that whenever we speak of 'the' reliability of a 

program there is an implicit operational profile over the space of all possible inputs. A 

reliability measure refers jointly to the program and to this profile. If the latter where to 

change as result of a change in the way the software was used, it is likely that the 

perceived reliability would also change. This problem has been alluded to earlier in the 

context of test environments and operational use : a reliability measure obtained from 
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testing is a useful prediction of what a user will see only if the testing profile accurately 

reflects operational use. 

In the case of a program which is to run on many sites, there could be many reliability 

measures of interest. From the point of view of a particular user, the only one of 

interest is that which refers to his or her own operational profile. For the vendor, 

interested in the support costs arising from unreliability, a 'meta reliability' for the 

whole user base is of more interest and this could be represented, for example, by the 

rate of receipt of software problem reports. In many cases, it will be possible to 

partition a population of users into groups whose members are similar to one another in 

their operational profiles, then measure the reliability of each group. 

These different perceived reliabilities can contain pitfalls for the unwary. Consider, for 

example, the Adams data [Adams, 1984] on a very large world-wide population of 

users of operating systems. Here the remarkable '5000 year bugs' are probably a result 

of the differences in the operational profiles from one site to another. If a particular 

kind of use of the system is exhibited by only a very small number of users, and this 

type of use alone reveals a particular bug, then that bug will have a very small rate 

when averaged over the entire population of users. To the vendor the bug could look 

sufficiently unimportant that a decision is taken not to fix, since this would not cause a 

perceptible improvement in reliability. To each of the small number of users who see 

that bug, though, its continued presence could be a serious problem. It is perfectly 

possible for every user to have such bugs, which the vendor does not think worth 

fixing. In such an extreme scenario, the entire user base is disgruntled, but the vendor 

believes the product to be a reliable one. 

In practice, things are not likely to be as extreme as this, but the general principle is an 

important one. When we have a large user base for a single product, we need to worry 

not only about the 'meta-reliability', averaged over the user base, but also about the 

variation of use within that user base. 

Notwithstanding these areas where care is needed in the application and use of software 

reliability models, the author believes that it is possible, in many situations, to obtain 

accurate reliability estimates. These can be obtained relatively easily with the newly 

available software and it is to be hoped that the growing interest in using the models in 

real industrial practice will continue. 
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Part 2 Some limitations: what we cannot do 

2.1 Introduction 

The work reported in this pan is prompted by a feeling that we are now building 

systems whose dependability requirements are so high that it is beyond the capability of 

present methods, such as the reliability growth models described earlier, to validate 

them, and may be beyond the capability of all foreseeable methods. 

Of course, the most dramatic examples involve computers systems in which software is 

required to have a very high dependability. But it would be a mistake, as we have seen, 

to view the problem as merely involving the distinction between hardware and 

software. Rather the issues centre upon the differences between failures due to design 

faults and those due to other, primarily physical causes 

Conventional hardware reliability theory has been very successful in addressing the 

second of these [Barlow et ai, 1975; Mann et ai, 1974] , so that we now have a good 

understanding of, for example, the life-time characteristics of physical components, and 

of the effect their unreliability has on overall system reliability. In particular, it is often 

claimed that we have ways of combining relatively unreliable components in ways 

which give very high overall system reliability. However, these methods essentially 

ignore the effects of design faults . Thus the 'solution' we sometimes hear to the 

software problem - 'build it in hardware instead' - is in fact no solution at all. If the 'it' 

is the same in each case, i.e. the same functionality is required, the problem of design 

dependability remains the same and we would have the same difficulty validating the 

'purely hardware' system version. The difficulty arises in each case because the 

complexity of the systems is so great that we cannot simply assume that they are free of 

design faults, which would allow us to concentrate solely on the conventional hardware 

reliability evaluation. 

It could be argued here, in favour of the 'hardware solution', that the discipline of 

building a system purely in hardware might serve as a constraint upon complexity and 

thus contribute to greater design dependability. The price paid, of course, would be a 

reduction in functionality. In fact, however, the tendency seems to be to move in the 

opposite direction: to implement as much as possible of the functionality in software in 

an expectation that this will minimise the 'hardware' unreliability. Ideally such trade-
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offs would be made quantitatively, but this is rare. Even in those circumstances where 

it is reasonable to use software to overcome a difficult problem with the unreliability of 

hardware, it is often accompanied by a decision to take advantage of the use of sofrware 

to build a more complex product, providing more desirable functionality but at the risk 

of lower design dependability. This tendency to exploit the versatility of software

based systems, at the expense of greater complexity, is understandable in many routine 

applications where the benefits are demonstrable and the risks minimal, but it is more 

questionable in the safety-critical area. 

It could be argued that there is nothing new in building systems upon which human 

lives depend, and yet not evaluating their design dependability. Indeed, many examples 

of serious system failure in which computer software is not a culprit appear 

nevertheless to be caused by design faults [Perrow, 1984), and these would not have 

been revealed in conventional 'hardware' reliability or safety evaluation. It seems likely 

that in such cases there was an unwarranted, and perhaps unconscious, assumption 

that the design was sufficiently simple that it could be assumed to be completely free of 

design faults. That this eventually turned out not to be the case, even for a simple 

design, emphasises the danger of assuming it to be true in the presence of high 

complexity. If we cannot assume that design faults will contribute nothing to the 

unreliability of the system, there seems no alternative to estimating the actual 

contribution they do make. 

'Dependability' in this paper will be taken to mean, in the spirit of Laprie [Laprie, 

1988], all those aspects of a system which allow someone justifiably to place 

dependence upon its use. These include, in an informal terminology, such things as 

reliability, availability, and security. For a safety-critical system, the most important 

aspect of evaluation concerns the dependability of the product in operational use. We 

are not, for example, likely to be satisfied with more general measures of 'quality', 

such as an estimate of the number of design faults in the product, or the number of 

faults per 1000 lines of code. Whilst such measures may have some bearing on the 

operational dependability, they are not sufficient in themselves to enable a user to arrive 

at a measure of operational dependability. 

The precise way in which it is appropriate to express dependability requirements will 

vary from one application to another. In the case of reliability, with which we shall be 

primarily concerned here, the following are some examples: 



V.28 

• Rare of occurrence offailures (ROCOF). This would be appropriate in a system 

which actively controls some potentially dangerous process, such as chemical 

plant. It has been used as the means of expressing the reliability goal for the 

certification of flight-critical civil avionics, and in particular the manufacturers of 

the A320 fly-by-wire system are on record as stating that the reliability 

requirement for this system was a ROCOF no greater than 10.9 failures per hour 

[Rouquet et aI, 1986]. 

• Probability of failure on demand. This might be suitable for a system which is 

only called upon to act when another system gets into a potentially unsafe 

condition. An example is an emergency shut-down system for a nuclear 

reactor. In the UK, the power industry rule of thumb is that such a probability 

of failure on demand can never be expected to better 10-5 for a system 

susceptible to failures resulting from design faults, particularly software faults. 

Such a figure would only be accepted in very special circumstances and a more 

usual limit would be 10-4 [CEGB, 1982a and 1982b]. 

• Probability offailurejree survival of mission. In circumstances where there is 

a 'natural' mission time, such as in certain military applications, it makes sense 

to ask for the probability of the system surviving the mission without failure. 

• Availability. This could be used in circumstances where the amount of loss 

incurred as a result of system failure depends on the length of time the system is 

unavailable. Rather surprisingly, it seems to be the sole dependability 

requirement for the AAS (Advanced Automation System), the proposed new 

US air traffic control system [Avizienis er aI, 1987]. 

These are meant to be examples only, and are by no means exhaustive: for example, the 

mean rime to failure (or between failures) is still widely used. 

More importantly, it should be clear from these few examples that selection of an 

appropriate way of expressing a dependability requirement is a non-nivial task. The 

measures above are obviously interdependent, and the selection of a particular one, or 

more, is a matter of judgment. For example, in the case of the air traffic control 

system, it would be dangerous to rely solely upon availability of the critical functions, 

without also being concerned about the precise way in which unavailability might show 

itself: a very infrequent occurrence of a fairly large down time is probably less serious 

than a frequent occurrence of very short down times, or simply of certain kinds of 
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incorrect output. It might be better to be also concerned, therefore, with the rare of 

incidents rather than merely their contribution to total down time. In the case of the 

A320, the probability of safety-related failure during a flight is unlikely to be very 

strongly dependent upon the length of the flight, panly because the greatest chance of 

failure will be during landing and take-off (since more complex functionality is being 

called upon then), and partly because the consequences of failure during level flight are 

likely to be less serious. It may be more sensible here to express the requirement in 

terms of a probability of a failure-free flight: i.e. as a rate per flight rather than a rate per 

hour. 

In what follows I shall not be concerned with these niceties about the way in which 

dependability requirements should be expressed. My concern is rather with the actual 

numerical levels, and whether we can reasonably expect to be able to say that a cenain 

level has been achieved in a particular case. 

2.2 The law of diminishing returns for fault removal 

We shall consider here the direct evaluation of the reliability of a software product from 

observation of its actual failure process during operation, using the reliability growth 

modeling techniques described earlier. 

As we have seen, the success of such a procedure depends upon the observed failure 

process being similar to that which it is desired to predict: the techniques are essentially 

sophisticated forms of extrapolation. In panicular, if we wish to predict the operational 

reliability of a program from failure data obtained during testing, it is necessary that the 

test case selection mechanism is close to that which applies during operational use. 

This is not always easy, but there is some experience of it being carried out successfully 

in realistic industrial conditions [Currit er ai, 1986]. 

It is also wonh emphasising again that, although we often speak loosely of rhe 

reliability of a software product, in fact we really mean the reliability of the product 

working in a parricular environment, since the perceived reliability will vary 

considerably from one user to another. It is a truism, for example, that operating 

system reliability can differ greatly from one site to another. It is not currently possible 

to test a program in one environment and use the reliability growth modeling techniques 

to predict how reliable it will be in another. This may be possible in the future, since 
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this is an active research area, but we currently do not even know how to characterise 

the 'stress' of a software environment so that we could relate one to another. 

With these reservations, as we have seen, it is now possible to obtain accurate 

reliabiliry predictions for software in many cases and, perhaps equally imponantly, to 

know when particular predictions can be trusted. Unfortunately, however, it seems 

clear that such methods are really only suitable for the assurance of relatively modest 

reliabiliry goals. This can be seen by considering the following examples. 

Table 4 shows a simple analysis of the data of Table I. The calculations shown here 

are conducted sequentially in the manner that we have seen previously, emulating how a 

user would successively re-estimate the reliability of the system as more data became 

available. The current mean time to next failure is calculated at each stage, here using 

the Littlewood-Verrall model to perform the calculations. Alongside the mttf in the table 

is the total execution time on test that was needed to achieve that estimated mttf. In a 

sense, this is the cost associated with the 'benefit' of the achieved mnf. 

Although there is clear improvement in the reliability of this system, represented by an 

increasing mttf, as the testing progresses, inspection of the final column shows a clear 

law of diminishing returns. Successive improvements in the mttf are bought at the 

expense of greater and greater relative cost in terms of expended testing time. 

Of course, this is only a single piece of evidence, involving a panicular measure of 

reliability (current mttt), a particular model to perform the calculations (Littlewood

Verrall) , and a particular program under study. Figure 10 shows a similar analysis of 

the data of Table 2, which involves failures due to both software and hardware design 

faults. Here the current rate of occurrence of failures (ROCOF) was computed at 

various times in the history, using a different reliability growth model. The doned line 

is fitted manually to give a visual impression of what, again, seems to be a very clear 

law of diminishing returns. It is by no means obvious how the details of the future 

reliability growth of this system will look. For example, it is not clear to what the curve 

is asymptotic: could one expect that eventually the ROCOF will approach zero, or is 

there an irreducible level of residual unreliability reached when the effects of correct 

fault removal are balanced by those of new fault insenion? 

In both cases it is clear that, even if we could be sure that the system was going to 

achieve a panicular very high reliability figure, the time needed to obtain this would be 

very high. 
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This empirical evidence of a law of diminishing returns for debugging software, shown 

by these two systems, is supported by similar evidence from all other systems we have 

studied. There are convincing intuitive reasons for such results, arising from our basic 

conceptual model of the failure process during operational use. Thus a program starts 

life with a finite number of faults, and these are encountered in a purely unpredictable 

fashion. Different faults contribute differently to the overall unreliability of the 

program: some are 'larger' than others. Thus different faults have different rates of 

occurrence. Table 5 shows a particularly dramatic example of this based on a large 

database of problem reports for some large IBM systems [Adams,1984]. 

For the reliability growth situation we have been considering above, we adopt a policy 

of carrying out fixes at each failure. Let us assume for simplicity that each fix attempt is 

successful (this assumption, whilst thoroughly unrealistic, does not affect the general 

thrust of the present argument). As debugging progresses, there will be a tendency for 

a fault with a larger rate to show itself before a fault with a smaller rate: more precisely, 

for any time t, the probability that fault A reveals itself before time t has elapsed will be 

smaller than the probability that B reveals itself before t, if the rate of A is smaller than 

the rate of B. Informally, large faults get removed earlier than small ones. It follows 

that the improvements in the reliability of the program due to earlier fixes, 

corresponding to faults which are likely to be larger, are greater than those due to later 

fixes. 

Thus the law of diminishing returns shown in the two examples is a result of two 

effects which reinforce one another. As debugging progresses and the program 

becomes more reliable, it becomes harder to find faults (because the rate at which the 

program is failing is becoming smaller), and the improvements to the reliability 

resulting from these fault-removals are also becoming smaller and smaller. 

It should be noted that these observations about the limits to the confidence we can gain 

from a reliability growth study are not in any way a result of inadequacies of the 

models. Rather they are a consequence of the relative paucity of the information 

available. If we want to have an assurance of high dependability, using only 

information obtained from the failure process, then we need to observe the system for a 

very long time. We shall look at this question more formally in the next section; suffice 

it to say here that no improvement in the predictive accuracy of reliability growth 

modelling will be able to overcome this inherent difficulty. 
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It might be argued. of course. that we generally do not need to rely solely upon the 

evidence of the failure process to gain confidence in a system. For example. we 

generally know a great deal about the software development methods used. or about the 

quality of the team of individuals who developed the system. We shall return at a later 

stage to the difficult problem of how such additional information might influence the 

confidence we have gained from direct observation of the failure behaviour of the 

system. 

In the discussion above. there has been an implicit assumption that it is possible to fix a 

fault when it has been revealed during the test. and to know that the fIX is successful. 

In fact. there has been no serious attempt to model the fault-fixing operation and most 

reliability growth models simply assume that fixes are perfect [Musa. 1975; Jelinski et 

al. 1972; Littlewood. 19811. or average out any shon-term reversals to give the longer 

term trend [Littlewood et al. 1973). It is fairly easy to incorporate the possibility of a 

purely ineffectual fix (simply introduce an extra parameter representing the probability 

that an attempted fix leaves the reliability unchanged). but the more realistic situation in 

which an attempted fix introduces a novel fault seems much harder and has not been 

studied to any great extent. At the moderate reliability levels for which the reliability 

growth models are designed. these problems may be of only secondary effect upon the 

accuracy of reliability estimates. but for a safety-critical application such an assumption 

would be rash. 

The difficulty here is that the potential increase in unreliability due to a bad fix is 

unbounded. The history prior to the last failure. at least as this is used in current 

models. does not tell us anything about the effect of this last fix. Of course. in principle 

we could learn about the efficacy of previous fixes (although this would not be easy). 

and may be able to estimate the proponion of previous bad fixes. Thus we might take 

this proponion to be a good estimate of the probability that the current fix is a bad one. 

In order to have high confidence that the reliability was even as high as it was 

immediately prior to the last failure . it would be necessary to have high confidence that 

no new fault had been introduced. There seem to be no good grounds to have such 

high confidence associated with a particular fix other than to exercise the software for a 

long time and never see a failure arise from the fix. Eventually. of course. as the 

software runs failure-free after this fix. one would acquire confidence in the efficacy of 

the fix. and thus (taken with the earlier evidence) of the program as a whole. The 

question of what can be concluded from a period of failure-free working since the last 

fix is one which we now consider in some detail. 
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2.3 Inferences to be drawn from perfect working 

Consider the following imaginary scenario. You are responsible for the safety of a 

chemical plant which contains a particularly dangerous process. This process runs 24 

hours a day, every day, and is controlled by a computer system. Although you have 

some concern about the reliability of the computer hardware, you are particularly 

worried about the effects of potential software failures. The vendor has used modem 

software engineering practices to create this software, but you do not know how these 

should influence your belief in the reliability of the final product they deliver. You 

therefore decide to discount all such information, and to base your decision as to 

whether it would be safe to deploy the product only on evidence which has been 

gathered during testing. You have some reservations about whether this testing is 

representative of operational use, but are prepared to suspend disbelief for the purposes 

of this analysis. You are told that the software operated without failure for 1000 hours 

in test How confident are you about its future performance, and therefore its suitability 

for use in this safety-critical application? 

This kind of information is the 'best news' it is possible to obtain from operational 

testing alone. Clearly, if there have been failures and (purported) fixes in the 1000 

hours, we are once more in the context ofreliability growth described in the main body 

of the paper and our belief in the dependability of the software will be much more 

pessimistic. 

My own interest in this problem arose in a context which involved both formal methods 

for the achievement of software reliability, and statistical methods for its evaluation. 

Several years ago I was a consultant to the 'Clean Room' project [Curritt, et ai, 1986] at 

IBM Federal Systems Division, Bethesda, Maryland. The basic idea is implicit in the 

metaphor of the title: to create a software development environment in which it is 

difficult for faults to get into the software product in the first place. Thus the first stage 

of the 'Clean Room' involves the use of formal software development methods by the 

design team. These designers are not allowed to test the software (indeed, in the purest 

form of the 'Clean Room', they are not allowed access to computers on which to run 

the software!). Testing is the responsibility of a separate team whose main task is to 

create an environment which accurately reflects that which the software will encounter 

in operational use. Any problems encountered by this team are reported back to the 

design team, whose responsibility it is to provide solutions. An important feature of the 

'Clean Room' is an attempt to concentrate the minds of the design team on 'getting it 
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right first time': i.e. it is a methodology for the achievement of reliability. From our 

point of view the more important aspect is the careful attempt to create an 'operational 

environment' by the test team: from the failure behaviour of the software during testing 

in this environment it is possible to obtain an evaluation of its reliability in operational 

use. 

This two part structure makes clear the separation of achievement and evaluation of the 

reliability of the software product: the fonnal design discipline is intended to ensure that 

the product will be reliable, whilst the testing scheme will enable accurate measurement 

of what reliability has actually been achieved. Experience of the 'Clean Room' 

methodology seems to demonstrate the efficacy of this separation of concerns. 

inasmuch as it seems to be a cost-effective way of obtaining acceptably high reliability 

together with measures of reliability which are shown to be accurate by later operational 

experience. However. in the early days. Harlan Mills. the leader of the project. posed 

the following interesting question: what if the 'zero-defect' design philosophy 

underlying the first part of the 'Clean Room' were to really work. and a program did 

not fail at all on test? How reliable could such a program reasonably be believed to be? 

Harlan suggested that he would give a program which had survived failure-free for 

1 ()()() hours a 50:50 chance of surviving for a further 1000 hours. In the following we 

shall provide some fonnal support for this infonnal suggestion. 

Let the random variable T represent the time to next failure of the program under 

examination. and let us assume that this program has been on test for a period to. during 

which no failures have occurred. Let us assume that the distribution of T is exponential 

with rate A.. and so has mean time to failure e = k 1. These assumptions are plausible. 

since we are interested only in the time to the first failure. and so do not need to be 

concerned about problems such as possible dependence between faults. one fault 

'hiding' another. etc. In fact it is useful to think of the sequence of failures as a 

Poisson process. even though we shall only be interested in the first event. 

We begin with the classical statistical approach to the problem. where we need to have a 

stopping rule for the testing. The obvious one is that to is fixed and chosen by the 

experimenter. Thus the testing process runs until time to has elapsed. during which 

time the number of failures is represented by the random variable X. The actual value 

taken by this random variable. x. is recorded (in our case x = 0). 

The classical statistical analysis then proceeds by using the data. x. to make inference 

about the unknown parameter e (and so A.). 
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A conservative (I - a)xIOO% lower confidence interval for fI can be obtained by 

solving the following: 

exp(-to/fl! = a 

that is 

fir. = - to/(1n a) 

Thus. for example, to/3.oo is a 95% lower bound, to/9.21 is a 99.99% lower bound, 

etc . 

Notice that this classical approach is not primarily concerned with inference about r, 
the time to next failure . In fact such inference is a prediction problem, and the classical 

approach to prediction tends to be ad hoc. The usual thing to do if we wanted, say, an 

estimate of the reliability function 

R(t) = p(r > t) = exp(-t/fl! 

would be to simply substitute a maximum likelihood estimate of the unknown fl. This 

does not work here because the estimate is infinite. Alternatively, we could use 

RL(t) = exp(-t/fIr.) 

= al/lo 

as a conservative (1- a)xloo% confidence bound on the reliability. 

This discussion reveals several problems with the classical analysis. In the first place it 

is commonly the case, as here, that only approximate results can be obtained. 

More importantly, there is the difficulty of interpreting a classical confidence bound. 

This problem is intrinsic to the classical view of probability which relies on the notion 

of repeatability. When we say RL(t) is the lower 90% confidence bound for R(t), this 

must be interpreted in the following way. 
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Each time we conduct an experiment (in our case observe a program operating for a 

period to)' the outcome (here the number of failures observed) is a random variable. 

That is, there is a chance that, if the experiment were to be repeated many times, there 

would be different outcomes observed on different occasions. Since Rdt) is a function 

of the outcome of the experiment, it also is a random variable. In our single 

experiment, therefore, we have obtained a realisation of this random variable. When 

we say that this realisation is the 90% lower confidence bound for the true but unknown 

R(t), we mean that if we were to repeat the experiment many times, calculating therefore 

many different values ofRL(t), about 90% of these numbers would be smaller than the 

unknown true R(t). That is, when we talk about a confidence bound of this kind, our 

'confidence' relates to the hypothetical calculated numbers which could be obtained 

from conducting many experiments. What we would like, of course, is for the 

'confidence' to be about the unknown quantity or parameter which is of primary 

interest, here R(t) (or, even better, T itself). 

Finally, there is another serious difficulty about the interpretation of the bound: it is a 

confidence statement about something which is itself a probability statement (namely the 

true R(t)). There is no obvious way that these pieces of information about two sources 

of uncertainty can be combined to give us a single description of our uncertainty about 

the variable in which we are really interested, T. 

One way out of these difficulties, albeit at the expense of creating some new ones, is to 

adopt a Bayesian approach to probability and statistics [de Groot, 1970]. The Bayesian 

analysis of our problem proceeds as follows. 

Suppose that we have, in the most general case, seen x failures of the program during 

the period of testing to. The stopping rule turns out to be irrelevant in the Bayesian 

context (an advantage over the classical approach) and an application of Bayes' theorem 

gives the following posterior distribution for A 

p(A I x, to) oc peA). AX exp(-Ato) 

This posterior distribution can be thought of as representing our beliefs about the 

parameter A after having seen the outcome of the experiment (i.e. x failures in the test of 

length to), whereas the prior distribution, peA), represents our beliefs before seeing 

these data. Thus the use of Bayes theorem above shows how our a priori belief 

changes into our a posteriori belief via use of the likelihood funCTion for the evidence 
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we have obtained from the experiment, here proportional to A,x exp( -Ato) because of 

the assumption of a Poisson process. 

Notice that we can here make probability statements about A itself. That is, we can 

make confidence statements about this parameter expressed as probability statements in 

which the parameter of interest is a random variable. This contrasts with the rather 

contrived interpretation of a confidence statement in the classical context, which must 

invoke an ensemble of experiments which could hypothetically have been performed, 

and which treats the quantity calculated from the data as the sole random variable about 

which confidence is being expressed. This advantage of the Bayesian approach 

becomes even more clear as we go on to obtain probability statements about T, the time 

to next failure. 

To proceed further, we need to formalise the representation of our prior belief about A, 

i.e. we need to decide on a form for peA) above. There are good arguments [deGroot, 

1970] that this should be chosen from the conjugate family of distributions: this is the 

parametric family of distributions which has the property that both posterior distribution 

and prior will be a member of the same family. The informal idea is that there should 

be a certain homogeneity in the way in which our beliefs change as we acquire more 

evidence about the unknown rate parameter A. Under conjugacy, such changes are 

represented solely by changes in the values of the hyper-parameters of the conjugate 

family. 

The conjugate family here is the gamma, rca, ~) where a, ~ > O. If we let rca, b) 

represent our prior belief (for some suitable choice of a, and b), it is easy to show that 

our posterior belief about A , p(A I x, to), is represented by rca + x, b + to). We are 

now in a position to make probability statements about A, and these are exact. More 

importantly, we can proceed to make probability statements about T itself: 

pet I x, to) = f pet I A) p(AI x , to) dA 

= (a + x)(b + tola +x 

(b + to + t)a + x + J 

which is a Pareto distribution. It follows that the reliability function is 

R(t I X; to) = P(T> t I X, to) 



= 

V. 38 

a + x 
= ( b + to ) 

b + to + t 

and in our case, when x = 0, 

a 
_ ( b + to ) 
- b + to + t 

(1) 

It is important to emphasise how this Bayesian approach overcomes the difficulties of 

the classical analysis which were discussed above. In the first place, everything here is 

formall y exact 

More importantly, we have 'natural' interpretations of the quantities of interest. Thus 

the beliefs we have about T, the time to next failure in operational use, are expressed as 

probability statements about T, not about some other random variable as is the case in 

the classical context. Also, the probability statements here genuinely reflect our 

subjective belief about the actual single time to next failure which we can eventually 

observe, rather than relating to the hypothetical ensemble of repetitions of the 

experiment which has to be invoked in the classical case. 

The naturalness of the Bayesian method is, however, bought at some price. Its 

subjective nature forces the user to describe formally his or her prior belief about the 

parameter(s); in our case this means a choice of the hyper-parameters a and b. 

However, it is rarely the case that we do not have some prior belief about the problem 

under study, and in this example it is possible to think of various sources for such 

belief: experience of developing similar software systems in the past, previous 

experience of the efficacy of the software development methodology used, etc. It must 

be admitted that eliciting such subjective prior belief from people in order to arrive at 

values for a and b is a non-trivial exercise, although there has been some recent 

progress in semi-automatic elicitation procedures. 

It is often tempting to try to avoid the difficulty of selecting values of hyper-parameters 

of the prior distribution to represent 'your' beliefs, by devising instead a prior 

distribution which represents 'total ignorance'. Unfortunately this is fraught with 

difficulties. One argument here runs as follows. Since rea + x, b + to) represents our 

posterior belief about the rate, large parameter values represent beliefs based on 

considerable data (i.e. large x, to). To represent initial ignorance, therefore, we should 

take a and b as small as possible. Now rca, b) exists for all a, b > O. If we take a and 
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b both very small, the posterior distribution for the rate is approximately f(x, to), with 

the approximation improving as a, b --? O. We could therefore informally think of f(x, 

to) as the posterior in which the data 'speak for themselves'. 

This argument is fairly convincing if we are to see a reasonable amount of data when 

we conduct the data-gathering experiment. Unfonunately it breaks down precisely in 

the case in which we are interested here: when x = 0 the posterior distribution for the 

rate is proportional to )..-1 and is thus improper. Worse, the predictive distribution for r 
is also improper, and is thus useless for prediction. 

Here is a possible way forward. Choose the 'pessimistic' but improper prior 

peA) = 1 

giving the posterior 

which is a proper distribution. More imponantly, the predictive distribution for r is 

also proper: 

pet I 0, to) = J pet I A) peA I O,to) dA 

which is again Pareto. The reliability function is 

R(t I 0, to) = p(r > t I 0, to) 

which brings us full circle to a Justification' for the conjecture of Harlan Mills: when 

we have seen a period to of failure-free working there is a 50:50 chance that we shall 

wait a funher period exceeding to until the first failure, since PUo I 0, to) = 112. 

It follows that if we want the posterior median time to failure to be \09 hours, which is 

about the same order of magnitude claimed for the Airbus A320 fly-by-wire system 

reliability, we would need to see \09 hours of failure-free working! 
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I have treated this example in some detail because it shows the great gap that exists 

between the levels of dependability that are often required for a safety-critical system, 

and that which can reasonably be inferred solely from observation of operational use of 

the system. Perhaps more important than these observations about the implications for 

an 'ignorant' observer, who is willing to take note only of observed operational 

behaviour of the system, is how the full Bayesian analysis shows clearly the two 

sources of final confidence in the system dependability. Firstly there is the prior belief 

of the observer (represented by the prior distribution, f(a, b)), secondly the likelihood 

function representing what was actually observed of the system failure behaviour. The 

relative paucity of information we can gain from the latter suggests that, to obtain an 

assurance of very high dependability, an observer must start with very strong a priori 

beliefs. We shall now consider briefly sources for such beliefs, and whether they can 

make a sufficient contribution to the final confidence in a system that we can justifiably 

claim that it has an ultra-high dependability. 

2.4 Indirect sources of confidence in dependability 

We have seen that if we are only prepared to take into account the evidence of actual 

operational behaviour, obtained over a practically feasible length of test, we shall end 

up with a figure for system dependability which may be several orders of magnitude 

worse than that needed. Can this gap be closed by using other information that may be 

available about the system? 

It seems reasonable to expect that a safety-critical system will at least be developed 

using 'good practice'. Unfortunately, there is little hard scientific evidence available 

about the relationship between choice of software development methodologies and the 

resulting product dependability. Even if such evidence were available, it seems to me 

that its contribution to our confidence in a particular product would fall far short of what 

is needed. One difficulty is that such information is generic: it tells us what might be 

expected on average from the adoption of a particular methodology. The actual 

effectiveness is likely to vary considerably from one application to another. 

We face here a problem about the nature of evidence very similar to that in the previous 

section: what can we infer about a panicular product even when we know that it has 

been developed using a methodology that has always been 'successful' in the past? can 

we assume that the present application of the methodology has been successful? One 
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way in which these'luestions can be formalised (at the price of some loss of realism) is 

as follows. Assume that n products have been developed using the methodology in the 

past, and that these were in some sense 'similar', so that the chance of the methodology 

being an appropriate one is constant. Assume further that all n were developed 

independently of one another, with each development having a probability p of being 

successful ('success' might be defined as 'surviving 10,000 hours of operational use 

without failure'). Clearly this is a classical Binomial probability set-up: we are 

observing the number of successes, x, in n independent trials where the probability of 

success in a particular trial is p. We now want to carry out another trial, i.e. apply the 

methodology to a further development. What can we say about the chance of success in 

the light of our having observed x = n in the first n trials? Although there is no 'correct' 

answer to this question, here is one way forward in the Bayesian framework. Assume 

that our prior belief about p is represented by the conjugate prior distribution, which is 

the Beta distribution, ~(a, b). This gives a posterior distribution ~(a+x, b+n-x), and so 

the Bayes estimate of p for a squared error loss function is the posterior mean, 

(a+x)/(a+b+n). If we take the prior to be the uniform distribution, i.e. a = b = 1, we 

get the Bayes estimate to be (x+ I )/(n+2). In our case, where x = n, we get 

(n+ 1)/(n+2). 

The many assumptions which go to obtain this result can be questioned in detail, but I 

think that, as in the previous section dealing with a system which has not failed, the 

example of a formal analysis gives an indication of the difficulty. Even if we have seen 

only evidence of efficacy of a methodology, it would be dangerous to draw a very 

strong conclusion about what might happen if we apply it one more time. Certainly it 

would clearly be wrong to assume that the probability of success is one: to conclude 

that we cannot see a failure, merely because we have not yet seen a failure, is far too 

optimistic. If a practitioner disagrees with the analysis above, which gives the result 

(n+I)/(n+2), in particular if he feels more confident than this result suggests, it is 

incumbent upon him to justify his belief in a similar formal way. This could be done, 

for example, by stating his prior beliefs in the form of a distribution; as before, it would 

be necessary to have very strong prior beliefs in order to justify very strong posterior 

beliefs in the face of evidence of this kind. 

Formal methods of system development, and even formal verification of the final 

product, have been suggested as likely candidates for achieving and assuring high 

dependability in safety-critical systems [MoD 1989a, 1989bl. Here again, there is little 

scientific support for their absolute efficacy, or even their cost-effectiveness in 

competition with other procedures, and advocates of their use usually appeal to the 
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'obvious' need for mathematical rigour. Such appeals carry some force as a 

justification for arguing that the methods may be necessary, bu t they fall far shon of 

justifying their sufficiency. Even if formal methods are eventually demonstrated, by 

case studies and experiment, to be effective for the achievement of high dependability, 

this still does not help with the evaluation problem. At best we shall face the problem 

we had earlier with general 'good practice': how to argue powerfully for the particular 

when we only have statistical evidence of the general. 

Even a full formal verification does not allow us to claim very much for the overall 

dependability of the product. If we can trust the verification, we shall know that a 

certain class of implementation faults are not present. But we shall still worry that 

failures can occur because the formal specification does not accurately represent the 

informal requirements. 

This distinction between the formal specification and the informal requirement is a 

particularly imponant one in the safety-critical context. In more mundane applications, 

a system developer may reasonably defend himself against the disgruntled user, who 

claims that his requirements have not been met, by arguing that these requirements were 

not spelled out in the specification (although such a defence may have no legal 

standing). Even in the case of a safety-critical system, it is possible that the 

responsibility for the specification does not lie with the system developer, and it would 

then be reasonable for him to adopt a similar defence. In the case of the evaluator of the 

system, however, it would be most unreasonable to ignore safety-related events 

stemming from the specification. Faults which compromise safety, even in ways which 

were not foreseen at the time the system was built, must contribute to his judgment of 

dependability. The point is that our notion of safety is a very general one which will 

often benefit from hindsight (e.g. the recognition in testing or operational use that the 

specification was deficient). There is usually no disagreement that a system which has 

killed people should not have behaved in that way, whereas, on the other hand, 

apparent departures from expected non-critical functionality can be a source of genuine 

contention. 

In practice, of course, it is precisely those unforeseen deficiencies of the specification 

which present the greatest difficulty to the evaluator of the safety of a system. A formal 

verification against the formal specification does not contribute in any way to our 

confidence in the rightness of that specification. 
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One candidate methodology for overcoming these problems is fault tolerance through 

design diversity; N-version programming [Avizienis, 1985) and recovery blocks 

[Randell, 1975; Anderson et ai, 1981) are the best known approaches. The intention 

here is that two or more versions are developed by different teams in the hope that faults 

will tend to be different and so failures can be masked by a suitable adjudication 

mechanism at run time. The concept owes much to the hardware redundancy idea, 

where several similar components are in parallel. In the hardware analogy, it is 

sometimes reasonable to assume that the stochastic failure processes of the different 

components in a parallel configuration are independent. In such a case it is then 

possible to compute the reliability of the redundant system as a function of the 

reliabilities of its component parts and the organising structure. As long as this 

independence assumption holds, it is easy to show that a system of arbitrarily high 

reliability can be constructed from arbitrarily unreliable components. 

In practice, of course, the independence assumption is often unreasonable even for 

hardware: components tend to fail together as a result of common environmental 

factors, for example. In the case of design diversity, such an assumption of complete 

independence in the failure processes of the different versions seems completely 

implausible on intuitive grounds. Recent experiments [Knight et ai, 1986; Bishop et ai, 

1986; Anderson et ai, 1985) suggest that, whilst design diversity does bring benefits in 

increased reliability compared with single versions, these benefits are very much less 

than a naive assumption of completely independent failure behaviour would suggest. 

One reason for this is that some faults are present in more than one version. Another 

reason comes from some recent theoretical work [Eckhardt et ai, 1985; Littlewood et ai, 

1989) where it is proved that, even if the different versions really are independent 

objects (a precise definition of this is given), they will still fail dependently as a result of 

variation of the 'intrinsic hardness' of the problem over the input space. Put simply, 

the failure of version A on a particular input suggests that this is a 'hard' input, and thus 

the probability that version B will also fail on the same input is greater than it otherwise 

would be. The greater this variation of 'hardness' over the input space, the greater will 

be the dependence in the observed failure behaviour of versions. 

These results suggest that we certainly cannot calculate the reliability of the fault tolerant 

system by simply assuming independence of failure behaviour for component versions. 

We therefore have no alternative to trying to estimate the degree of dependence in a 

particular case. It is easy to see that if we wish to try to measure this directly, by 

observing the operational behaviour of the system, we are reduced to the 'black-box' 

estimation problem that has already defeated us [Miller, 1989). If we wish to estimate it 

~ . 
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indirectly, via evidence of the degrees of version dependence obtained in operational 

use from previous projects, we are once more in the same difficulties we have seen 

earlier: quite extensive experience of successfully achieving low version dependence 

does not allow us to conclude that we shall be almost cenain to succeed in the present 

instance. 

2.5 Discussion 

I have tried to show in the previous sections how difficult it is to obtain confidence that 

a system has achieved ultra-high dependability. Direct evaluation from observation of 

test or operational behaviour will fall several orders of magnitude shon, for example, of 

the 10-9 failureslhour required of the Airbus A320 fly-by-wire system. Indirect appeals 

to knowledge of the past efficacy of development processes, or fault tolerant 

architectures, seem equally problematical. A rational person should therefore conclude 

in such a case, I believe, that the actual dependability of the system is several orders of 

magnitude worse than is required. Such a conclusion has serious implications for 

builders and users of safety-critical systems. 

It should be emphasised that these results do not mean that such numbers for required 

dependability are meaningless. The Airbus figure represents a probability of about 0.1 

that at least one such failure will occur in a fleet of 1000 aircraft over a 30 year lifetime 

[Miller, 1989]; since this safety-critical system is likely to be one of many on the 

aircraft, such a probability does not seem an unreasonable requirement. Nor is it the 

case that we could expect to do significantly better with improved mathematical and 

statistical techniques. Rather, the problem is one concerning basic limitations in the 

extensiveness of evidence: informally, in order to believe in these very high 

dependability levels we need more evidence than could reasonably be expected to be 

available. 

Is there a way out of this impasse? One approach would be to acknowledge that it is 

not possible to confmn that a sufficiently high, numerically expressed reliability had 

been achieved, and instead make a decision about whether the delivered system is 'good 

enough' on different grounds. This appears to be the approach adopted for the 

cenification of safety-critical avionics for civil airliners [RTCA, 1985]: 

" .. techniques for estimating the post-verification probabilities of 

software errors were examined. The objective was to develop numerical 
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requirements for such probabilities for digital computer-based 

equipment and systems certification. The conclusion reached, however, 

was that currently available methods do not yield results in which 

confidence can be placed to the level required for this purpose. 

Accordingly, this document does not state post-verification software 

error requirements in these tenns." 

Even if we charitably interpret 'post-verification probabilities of software errors' to 

mean software failure rate, this is a surprising passage to find in such a document. It 

seems 10 mean that a very high level is required but that, since achievement of such a 

level cannot be assured in practice, some other method of certification will be adopted, 

with t~ implication that this certification will not give confidence that the required level 

was met. The remainder of the document supports this view, inasmuch as it merely 

gives guidelines to 'good practice' and documentation, which as we have seen fall far 

shon of providing the assurance needed. 

It might be argued that such an approach is not new. The design reliability of hardware 

systems has traditionally not been evaluated as part of certification procedures: 

reliability estimation has instead referred only to physical failures. Sometimes such a 

view was reasonable, since the complexity of the design was low and it could be 

plausibly argued that it was 'almost certainly' correct. In addition, there was often a 

fairly slow evolution of design from one product to another, so that confidence about 

design dependability could be carried over. 

These conditions do not apply to software systems. Typically, for example, when a 

software-based system is used to replace the functionality of an existing purely 

hardware system, the new system provides more functionality and is much more 

complex. Thus the fly-by-wire A320 control system does not merely reproduce the 

somewhat limited functionality of conventional control systems, but provides extra 

functions such as automatic flight envelope protection . Since it would be quite wrong 

to assume that a design of this complexity was correct, the manufacturers quite properly 

demand that the total system failure rate, including the effects of software design faults, 

should be no worse than 10.9 per hour. The problem then, of course, is that there is no 

way that achievement of this requirement can be demonstrated. 

Are there other ways than evaluation of achieved reliability (with respect to an 

appropriate class of failures) which might reasonably provide assurance that a system is 

safe enough to use? McDermid [1990] argues that ass urance derived from 
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'comprehension of, and diversity in, the complete procurement process . .' is more 

fundamental than reliability. But his argument seems to depend on an acknowledged, 

but unquantified, relationship between reliability and such assurance: that a higher level 

of assurance implies greater reliability. Certainly it seems reasonable to believe that, all 

other things being equal, one would prefer on reliability grounds a product in which 

one had the highest level of assurance in this sense. But merely knowing that reliability 

increases with assurance is not sufficient to allow us to decide whether a particular level 

of reliability has been achieved by having a certain level of assurance. This is once 

again the issue of 'process' evidence discussed earlier. 

It seems to me that decisions about whether safety-critical systems are 'good enough' 

can only be taken rationally in a framework where risks can be compared with benefits. 

Evaluation of risks must entail (among other things) reliability with respect to classes of 

safety-related events, e.g. rates of occurrence of failures. If this is not done explicitly, 

then it is being done implicitly. Whether the latter is acceptable will to some extent 

depend on the magnitudes of risks and benefits involved, as well as social and political 

factors. In the case of safety-critical software in automobiles, for example, an implicit 

procedure may be acceptable: typically small numbers of deaths are involved in 

individual incidents, there seems to be a social tolerance of a fairly large attrition rate for 

such transport, and it might be expected that design faults would be discovered (and 

fixed) quite quickly in operational use. For a nuclear reactor emergency shut-down 

system, on the other hand, such conditions do not apply, and a single incident could be 

catastrophic, killing thousands of people. A high confidence that such incidents will 

occur at a sufficiently low rate seems essential here. 

The problem is that it is precisely for those systems where there is the greatest need for 

a quantification of dependability, because of the potentially catastrophic nature of single 

incidents, that evaluation is most difficult. However, the solution cannot be via the 

informality of 'engineering judgment' as castigated by Feynman in the quotation which 

heads this paper. If we are to reason about our uncertainty concerning the 

dependability of novel systems, and be able to communicate our reasoning to others in 

a scientific discourse, I see no alternative to quantifying that uncertainty. Probability is 

certainly not the only way in which this quantification can be carried out, but it seems 

certain that the difficulties we have encountered using probabilities will be encountered 

in different forms using other approaches. Certainly probability seems an appropriate 

language for conducting this debate, given its already extensive familiarity in science 

and engineering through concepts like reliability, although the Bayesian subjectivist 

flavour which seems inevitable here may be less familiar. 
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How can we proceed from here? One way forward might be to insist that certain 

safety-critical systems should only be built if the safety case can be demonstrated to rely 

only on assurable levels of design dependability. This seems to be the position adopted 

by the UK CEGB for its nuclear reactor safe ty systems [CEG B, 1982a and 1982b], 

who assume that the reliability of a system subject to design faults (particularly 

software) will never be better than 10-5 per demand, and normally accept only 10-4 

Such levels are about on the boundary of what is measurable. Of course, the safety 

case for the overall reactor system needs to make further assumptions in order to arrive 

at an acceptable dependability level: most notably about the ra te at which demands are 

likely to be placed upon the safety system, and about the representativeness of the input 

cases used for the evaluation of the rate of failures upon demand. However, the narural 

separation of concerns here, berween the stochastic process of demands, and the 

conditional process of safety system failures upon demands, does allow the adoption of 

a conservative design philosophy. 

This approach was not available to the designers of the A320 fly-by-wire system, 

which is essentially in permanent active control of the aircraft. Al though total failure of 

the system is not critical in level flight, it could be catastrophic during landing. In the 

worst case, a total loss of the system leaves the pilot with control of merely tail ttim and 

rudder, which are the only surfaces with direct mechanical linkages. It is therefore 

understandable why this single electronic flight control system must be demonstrated to 

have an extremely high dependability, in contrast to the CEGB case. One could 

question why it was decided to rely on this computer system to such a high degree that 

it was not thought necessary to have a mechanical back-up system able to operate all 

main control surfaces. As it is, although the system has several internal modes of 

degraded operation, when seen as a black box it forms a single potential source for 

failures which leave the aircraft under rather vestigial control. 

Of course, if a fully-functioning mechanical back-up had been provided for the A320, 

there would still remain difficulties, as there are in the CEGB argument. All the 

sophisticated flight envelope protection would be lost, for example, in the event of 

reversion to the back-up. And it must be admi tted that there would be difficulties in 

designing the switch-over mechanism (automatic? pilot authorised?). These 

reservations notwithstanding, it seems to me that such a conservative design 

philosophy could have made the safety case a more plausible one. 
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Driving much of this concern about the dependability of safety critical systems are two 

issues: complexity and novelty. Whenever we are concerned about a safety case we 

need to limit these as much as we can; unfortunately, the int roduction of computer 

systems usually seems to increase them. 

Controlling complexity and novelty can sometimes be rel atively easy. Often, for 

example, systems involving software are built to replicate the functionality of purely

hardware systems. In cases like this it is usual to take advantage of the presence of the 

computer system to introduce novel extra functionality overall. It ought to be possible 

to provide some of this extra functionality with an assurance that the dependability of 

the basic functionality, originally provided by the hardware system, has not been 

compromised. This requires a separation of concerns between, on the one hand, the 

basic provision and assurance that the system will function as well as its predecessors, 

and on the other hand the provision of novel functionality in such a way that it does not 

compromise the basics and perhaps provides additional safeguards. Such a separation 

seems to be lacking in the A320 system, where basic and novel functionality are 

inextricably bound up in a single system. 

The idea here is that complexity which is necessary should if possible benefit from past 

experience of similar sy'stems: evolutionary change induces more confidence that 

discrete change. Complexity which is providing desirable, but not necessary, 

functionality should not be allowed to compromise the safety of the rest. 

Control of novelty will often largely depend upon social and economic judgment. At 

present, for example, there seems to be an unfortunate tendency to build quite exotic 

systems to fulfil quite mundane, but safety-critical, needs. Four-wheel steer-by-wire 

for automobiles, for example, seems to me to offer rather questionable benefits at some 

extra risk over that offered by conventional mechanical systems. 

In a recent paper, Fred Brooks [Brooks, 1987) has argued cogently that there is no 

'silver bullet' for the problem of software engineering. Put in the terminology of this 

paper, he is arguing that there is no magic solution which will allow us to achieve 

arbitrarily high system dependability. My purpose has been to show that there is, 

equally, no silver bullet for the evaluation problem. 
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3 30 113 81 115 
9 2 91 112 15 

138 50 77 24 108 
88 670 120 26 114 

325 55 242 68 422 
180 10 1146 600 15 
36 4 0 8 227 
65 176 58 457 300 
97 263 452 255 197 

193 6 79 816 1351 
148 21 233 134 357 
193 236 31 369 748 

0 232 330 365 1222 
543 10 16 529 379 
44 129 810 290 300 

529 281 160 828 1011 
445 296 1755 1064 1783 
860 983 707 33 868 
724 2323 2930 1461 843 

12 261 1800 865 1435 
30 143 108 0 3110 

1247 943 700 875 245 
729 1897 447 386 446 
122 990 948 1082 22 
75 482 5509 100 10 

1071 371 790 6150 3321 
1045 648 5485 1160 1864 
4116 

Table 1 Execution times in seconds between successive failures [Musa.1979] . Read 
left to right in rows. 
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39 10 4 36 4 
5 4 91 49 1 

25 1 4 30 42 
9 49 44 32 3 

78 1 30 205 5 
129 103 224 186 53 
14 9 2 10 1 
34 170 129 4 4 
35 5 5 22 36 
35 121 23 33 48 
32 21 4 23 9 
13 165 14 22 41 
12 138 95 49 62 
2 35 89 90 69 

22 15 19 42 14 
11 41 210 16 30 
37 66 9 16 14 
24 12 159 89 118 
29 21 18 2 114 
37 46 17 I 150 

382 160 66 206 9 
26 62 239 13 4 
85 85 240 178 34 

102 9 146 59 48 
25 25 111 5 31 
51 6 193 27 25 
96 26 30 30 17 

320 78 39 13 13 
19 128 34 84 40 

177 349 274 82 58 
31 114 39 88 84 

232 108 38 86 7 
22 80 239 3 39 
63 152 63 80 245 

196 46 152 102 9 
228 220 208 78 3 

83 6 212 91 3 
10 172 21 173 371 
40 48 126 90 149 
30 317 500 673 432 
66 168 66 66 120 
49 332 

Table 1 Operating times between successive failures. This dala relates to a system 
experiencing failwes due to software faults and hardware design faults. 
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Data set 1M B1M GO MO OU L LN HPP LV KL 

(no. predictions) 

---------- -------------- ----- ------ ---------1------1------ 1-----
u .2049E .1871E .1773E .0982A .1567D .1123A .0982A .15040 .1457D 

51 u· .1188B .1226B .1341C .0499A .0752A .0499A .0499A .0894A .090 IA 

(86) y .1156B .1148B .1190B .0795A .1029A .0904 A .0793A .1148B .1173 B 

y. .IOISA .1016A .1076A .0775A .0808A .0893A .0768A .090 IA .09 16A 

u .2717E .271 3E .2705E .2645E .2596E .27 17E .2704E .2382E .2372E 

553 u· .0982C .1042D .0978C .10570 .1122D .0987C .0997C .0864B .1 043D 

(1 73) y .1 273E .1379E .1263E .1435E .1835E .129 1E .1300E .0346A .0500A 

y. .0577A .0664 A .05 79A .063 IA .0968C .056 1A .0558A .0415A .0596A 

Table 3 Kolmogorov distances for u- and y-plolS for raw model and for joined-up recalibrated 
predictions. The letters indicate significance levels: E is significant at the I % level. D at 5%. C at 
10%, B at 20%, A is not significant at 20%. Roughly: A and B are very good, C is acceptable, D and 
E are poor. 

sample ~ achieved tilmi 
size, i time, Ii muf, mi 

40 5324 269.9 19.7 
50 10088 375.0 26.9 
60 12559 392.5 32.0 
70 1618S 437.5 37.0 
80 20566 490.4 41.9 
90 29360 617.3 47 .7 

100 420 14 776.3 54 .1 
110 49415 841.6 58 .7 
120 56484 896.4 63 .0 
130 74363 1054.1 70 .1 

Table 4 An illustration o( the taw o( diminishing returns in heroic debugging. Here 
the total execution time required to reach I panicular mean lime to failure is compared 
with the mean itself. 'The data is from Table I, and the calculations used the Littlewood
Verrall model . 5imilar results are obWned wi th other models. 
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Rate Class 

1 2 3 4 5 6 7 8 

Mean time to occurrence in kmomhs for rate class 

60 19 6 1.9 .6 .19 .06 .0 19 

Product Estimated percentage of faul ts in rate class 

1 34.2 28.8 17.8 10.3 5.0 2.1 1.2 0.7 

2 34.3 29.0 18.2 9.7 4.5 3.2 1.5 0.7 

3 33.7 28.5 18.0 8.7 6 .5 2.8 1.4 0.4 

4 34.2 28.5 18.7 11.9 4.4 2.0 0.3 0.1 

5 34.2 28.5 18.4 9.4 4.4 2.9 1.4 0.7 

6 32.0 28 .2 20.1 11 .5 5.0 2.1 0.8 0.3 

7 34.0 28.5 18.5 9 .9 4.5 2.7 1.4 0.6 

8 31.9 27.1 18.4 11.1 6.5 2.7 1.4 1.1 

9 31.2 27.6 20.4 12.8 5.6 1.9 0.5 0.0 

Table 5 Data from [Adams, 19861, showing the very great disparity in 'sizes' of 
software faults. Here size is taken 10 be the mean time it would take to discover a 
fault (or alternatively its =iprocal, the rate of occurrence of the faulL). Adams 
classified the faults into eight clasxs aa:ording to their sizes, and the most notable 
aspect of the above figures is the very large differences between the 'largest' and the 
'smallest. Perhaps most srartlinl is LIw about one th ird of faults fall in to the 30 
kmonth class: i.e. a fault from this class would only be seen at the ra te of about 
onceCVf!l'j 5000 yearsl 
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Figure 1 Data of Table 1 analysed using several reliabililY grow th models. Here the currenl median 
time to nexl failure is plOlted againsl failure number. 
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Figure 2 As Figure I. for JM and LV models. but now predicting the median 20 steps ahead. Notice 
the several excursions to infinity of the JM predictions: these are cau sed by the model estimating that 
that at a panicular stage there are fewer than 20 faulLS remaining. 
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Figure 3 JM and LV u-plots for 100 predictions of the onc-Slcp-ahc"d medians for the data of Table 
I. 

o 



. , 

V.62 

Figure 4 Predictive medians ofT5Jlhrough T J36. raw and recalibratcd for data ofTable I 
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Figure 5 Raw predictive medians of TI06 through T278, for all nine models, Musa 553 da13 [Musa, 
1979J. 
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Figure 6 u.plots for raw predictions of TI06 through T278. 1M and LV models, Musa 553 data 

[Musa, 1979J. 
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Figure 7 u· -plots for recalibrated predictions of TI 06 through T278. JM and LV models, Musa 55 3 
data [Musa. 1979]. 
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Figure 8 Medians ofrecalibraled prediclions ofTl06lhrough T278. JM and LV models, Musa SS3 
data [Musa. 19791. 
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Figure 9 Plot of log PLR against i, showing improvement of recalibrated pred ictive acc uracy 
compared with raw model performance, for Musa SSt data. 1M and LV mode ls. 
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Figure 10 Successive estimates of ROCOF for the data of Table 2. The broken line is r,tted by eye . 
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DISCUSSION 

Rapporteur: Paul D. Ezhilchelvan 

Lecture one 

V. 69 

The speaker began his talk explaining the "bad" news in software reliability 
evaluation : between many existing software reliability models, the predict ion 
through one model for a given application software varied, dramatically in 
some cases and slightly in others, from that through another model - thus 
illustrating that there is no "universally good" model for a given application . 
Mr. Hughes asked the speaker to shed some light on these models. Most of 
these models, the speaker replied, assume a finite number of faults at the start 
of the software use and (wrongly, in the speaker's opinion) that the 
contribution of a fault remains the same every time. Some models make more 
plausible assumptions : some impose a stochastic ordering on the successive 
failure rates (and so on the failure rates) as 'fixes' are carried out. Professor 
Lehman commenting on the efficiency of the recalibration technique, 
wondered whether even a totally naive original model could be used . The 
speaker replied that, whilst the technique he had described would indeed 
produce 'well-calibrated' predictions even from such a naive model, such 
predictions would be deficient in other ways. He referred the questioner to 
the paper which described methods of analysing these other departures from 
'predictive accuracy' . When asked whether the calibration carried out for one 
system can be used for another, the speaker gave a categorical no and added 
that even extension from test data environment to operational environment is 
forbidden . 

Lecture Two 
Professor Whitfield questioned the speaker's assumption about failure process 
being random. The assumption of randomness, the speaker replied, may not 
be true from an individual user point of view but it holds from a vendor's 
point of view: the set of possible inputs is infinite and there IS no prior 
knowledge of the inputs that cause the system and hence the arrival of such 
an input is assumed to be random. Professor W L van der Poe I wondered why a 
failure is called a system failure as opposed to human error in programming 
the system. The speaker clarified by saying that the notion of failure IS defined 
with reference to the specification even though software may function 
'correctly' according to an incorrect implementation. On the figure of 10-9 as 
the required failure probability of highly reliable systems, the speaker noted 
that the achievable probability figure in his experience is around 10-4 beyond 
which companies like CEGB will find it difficult to trust the integrity of the 
software reliability evaluation . 
Dr_ Burns figured out that some attributes, such as size, of the system do not 
seem to influence the reliability predicted through the proposed 
methodology_ The speaker agreed and pointed out that the future reliability 
prediction is based on the past performance and that all systems of any size 
are likely to have design faults. He also discarded, and cautioned against, 
drawing any analogy with the process of evaluating hardware system 
reliability in terms of failure probabilities of components that make up the 
system. Professor Randell, in response to the speaker's speculation about the 
existence of systems that 'never fail', remarked that devices such as electron ic 
wrist watches and calculators that have nontrivial and complex micro-coded 
logic, do not seem to show any evidence of having suffered design failures. 
The remaining part of discussions turned out to be about the growing 
discrepancy between the system specification and the user expectation from 
the system. Professor Lehman remarked that the former is relatively static 
(more or less) while the latter tends to be dynamic and ever growing during 
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the system life time. The trust the end-user is expected to place on a system is 
influenced not only by the extent to which the system is error free but also by 
the attempts to close the gap between these two factors. Professor Williams 
added that while the gaps in the specification which gradually develop due to 
the increasing expectations of a changing world are open ended, the analysis 
of errors in the implementation of a given specification is also useful. 




